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Introduction 
 
 
As technology accelerates, archives are gaining unprecedented tools to unearth their collections 

by extracting, structuring, and connecting information that was without the use of technology 

difficult to find. This process, known as ‘datafication’, is defined by Annika Richterich as ‘the 

quantification of social interactions and their transformation into digital data’.1 In other words, 

datafication entails the creation of digital data about social and cultural aspects through archival 

records, enabling us to get a better grasp of the past. Richterich notes that this practice has not 

only been popular with techno-adepts but has also spread among scholars, where it is regarded 

as desirable and, by many, unquestionably superior.2 Archival institutions have increasingly 

employed a range of tools to facilitate datafication, including Handwritten Text Recognition 

(HTR) and Named Entity Recognition (NER).3 More recently, Large Language Models 

(LLMs) have emerged as an additional and powerful approach. While comparable to NER in 

their ability to extract entities, LLMs extend this functionality by interpreting contextual 

information, establishing relationships between entities, and generating structured summaries 

of individual cases.4 

 

At the same time, scholars such as Ashleigh Hawkins urge a more critical stance, highlighting 

the limitations, biases, and ethical risks embedded in these technologies.5 Digital culture and 

information studies scholar Daniela Agostinho echoes this thinking, further arguing that the 

quantification and datafication of archival records has to interrogate and disassemble the 

structure of archives, especially of those created within a colonial context.6 She warns that 

computational projects can risk turning lives into abstract data unless they are paired with a 

 
1 Anne Richterich, The Big Data Agenda: Data Ethics and Critical Data Studies (London: University of 
Westminster Press, 2018), 1-2. 
2 Richterich, The Big Data Agenda, 1. 
3 Sara Mannheimer, Natalie Bond, Scott W. H. Young, Hannah Scates Kettler, Addison Marcus, Sally K. Slipher, 
Jason A. Clark, Yasmeen Shorish, Doralyn Rossmann, and Bonnie Sheehey, ‘Responsible AI Practice in 
Libraries and Archives: A Review of the Literature’, Information Technology and Libraries 43, no. 3 (2024): 1-
2. 
4 Michael Freund, Rene Dorsch, Sebastian Schmid, Thomas Wehr, and Andreas Harth, ‘Enriching RDF Data 
with LLM Based Named Entity Recognition and Linking on Embedded Natural Language Annotations’, in 
Knowledge Graphs and Semantic Web: KGSWC 2024, ed. Sanju Tiwari, Boris Villazón-Terrazas, Fernando 
Ortiz-Rodríguez, and Soror Sahri (Cham: Springer, 2025): 110. 
5 Ashleigh Hawkins, ‘Archives, Linked Data and the Digital Humanities: Increasing Access to Digitised 
and Born-Digital Archives via the Semantic Web’, Archival Science 22 (2022): 336. 
6 Daniela Agostinho, ‘Archival Encounters: Rethinking Access and Care in Digital Colonial Archives’, Archival 
Science 19 (2019): 156-7. 
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careful and humanistic analysis. For Agostinho, datafication in digital archives constitutes the 

creation of new knowledge, making it vital to involve the communities connected to these 

records so they can identify the forms of knowledge that best illuminate the material and 

contribute their own insights. Although her discussion focuses on colonial archives, her 

argument can be extended to all types of archival collections.  

 

Building on these practices, the Noord-Hollands Archief launched the project Crime Scenes 

Datafied last spring, with the goal of extracting and structuring information from historical 

court verdicts.7 The collection contains approximately 500,000 scans from the district courts 

of Amsterdam and Haarlem, dating from 1838 to 1925. The verdicts are organised by year, 

with each inventory number representing a large volume that may contain hundreds of 

individual cases processed during that year. Half of these scans have been digitised and 

processed with Handwritten Text Recognition (HTR) through Transkribus, an EU-funded 

platform developed by READ-COOP SCE that provides HTR services.8 

 

In the first phase of the project (concluded in June), interns from the University of Amsterdam 

demonstrated that Large Language Models (LLMs), specifically GPT 4o-mini, could 

successfully extract detailed information these court verdicts. From a sample set, they 

identified entities such as people, locations, and types of crime, and compiled the data into an 

Excel sheet. While the initial results are encouraging, important questions remain, and further 

refinement is needed. Key issues include identifying which kinds of information are most 

meaningful to the people who consult these records and determining how the extraction process 

itself can be improved. Ethical concerns also persist, particularly the limits and potential risks 

of applying LLMs to archival collections.  

 

This second phase of the project therefore focuses both on enhancing the extraction process 

and on understanding what information users value most, while critically assessing the 

challenges and limitations of using LLMs in extracting archival information. Insights from this 

work can help archives develop similar approaches to other collections and uncover 

connections across different records. Taking this into consideration, this phase of the project 

 
7 Ananya Kashyap, Isis van Dompseler, Kalina Manoilova, and Jiexuan Zhu, Historical Crime and Criminal 
Justice Datafied (internship report, University of Amsterdam), supervised by Roberto Cerina and Nico Vriend, 
2025). 
8 Transkribus, Transkribus — Handwritten Text Recognition and Document AI Platform, accessed 14 January, 
2026, https://website-alpha.transkribus.org/. 
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seeks to answer the following question: How can the use of large language models to extract 

and structure information from historical court verdicts held in the Noord-Hollands Archief be 

improved, and what ethical and technical limitations arise in this process? 

 

To address this main issue, I considered the following sub-questions: 

 

1. What kind of information is important to extract from court files between 1838-1925 in 

Haarlem and Amsterdam? 

2. What are the ethical implications of using LLMs to extract information from archival 

records? 

3. What is the quality of these results after using different LLMs tools? For example, what 

entities were easily detected, which were not detected, are there any mistakes or 

hallucinations. Which one presents better results and what are the limitations? 

4. What kind of LLM pipeline can archival institutions adopt to convert documents into 

structured data? 

Methodology 

 

This phase of the project is divided into two main parts. The first part focuses on understanding 

the information contained in court verdicts and identifying the entities most relevant to those 

who work with or are connected to this material. Following Agostinho’s argument that 

archivists should involve communities connected to records to ensure their knowledge is 

represented in datafication processes, I conducted a stakeholder analysis to map the key groups 

engaging with this collection and carried out three semi-structured interviews.9 While these 

interviews were being analysed, I also validated the output produced by the previous interns. 

 

The second part of my research focuses on entity extraction and the ethical considerations of 

applying large language models (LLMs) to archival records. I conducted extraction tests using 

three models (GPT-4o-mini, GPT-5-mini, and Mistral 7B) and subsequently validated their 

outputs. This phase formed the core of my study, allowing me to assess the strengths and 

limitations of these tools through lens of AI ethics. I also examined whether GPT-5-mini could 

 
9 Agostinho, ‘Archival Encounters’, 157. 
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reliably extract more generic entities, namely the names of individuals, their roles, and the 

location of the crime.  

 

Pipeline from Crime Scenes Datafied I and Large Language Models 

 

During the first phase of the project, the interns encountered a challenge: individual court 

verdicts had been compiled into a series of books, as a result the HTR output reproduced this 

structure by generating one long text file corresponding to each book. To examine every verdict 

individually, they needed to separate the content within the generated files. They identified 

specific keywords that marked the start of new verdicts and used Python code to split the text 

based on those markers. These keywords included ‘van het vonnis’ (for the verdicts from 

Haarlem), ‘In Naam des Konings’ (for verdicts from Amsterdam dated before 1900), and ‘DE 

ARRONDISSEMENTS-RECHTBANK te Amsterdam, vierde Kamer’ (for verdicts from 

Amsterdam dated 1900 onwards), and DE ARRONDISSEMENTS-RECHTBANK te 

Amsterdam, KAMER’ (for verdicts from Amsterdam dated 1910). Then, they used GPT-4o-

mini through a Python environment to extract data, resulting into the following pipeline (figure 

1): 

 

 
 
 
For this project, I used the same pipeline but added clearer validation and tested it with three 

large language models. I first chose GPT-5-mini since it offers a favourable balance between 

cost and performance. According to OpenAI, GPT-5-mini performs well on clearly defined 

tasks such as those required in this study and represents an improvement over GPT-4.10 It also 

provides more reasoning capabilities than GPT-5-nano, which is essential for interpreting HTR 

errors, historical variations in Dutch, and legal language.11 The second model tested was GPT-

4o-mini, the model used by the previous interns. Since the list of entities to be extracted 

changed during the interviews and my research on court verdicts, it was necessary to re-test 

 
10 OpenAI, ‘Models’, OpenAI Platform Documentation, accessed 14 January, 2026, 
https://platform.openai.com/docs/models. 
11 OpenAI, ‘Using GPT-5.2’, OpenAI Platform Documentation, accessed 14 January, 2026, 
https://platform.openai.com/docs/guides/latest-model.  

Validation 

Figure 1. Pipeline developed for the Crime Scenes Datafied I. 
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this model to assess whether the previous extraction could be improved. The third model tested 

was Mistral 7B, a free open-license option built by Mistral AI in France.12 Unlike the other 

models mentioned, Mistral 7B is smaller in scope and scale and requires less memory and 

computational power, making it compatible with the hardware used for this project (a MacBook 

Pro with 16 GB of RAM). This model was run through Ollama, an Omni Layer Learning 

Language Acquisition Model that enables LLMs to be executed locally on personal laptops, 

thereby avoiding sharing information with a third party.13  

 

In this project, I used the same Python splitting code and the same inventory numbers of court 

verdicts used by the previous interns to ensure consistent comparisons across LLMs (see 

Appendix II). I added only one new inventory number, NL HlmNHA_198_86, to correct an 

imbalance in the previous dataset, where Haarlem had eight books and Amsterdam had only 

seven. With this addition, both courts now have eight books each. For the smaller experiment 

focused on extracting only names and locations, I used a reduced dataset of five inventory 

numbers per court (see Appendix III). 

 

Interviews 
 
At the beginning of this internship, I conducted semi-structured interviews using a set of 

preformulated questions (see Appendix I), while also giving interviewees the freedom to 

elaborate on their responses and explore related topics. The main goal of these interviews was 

to understand what kinds of information users of the archive seek within this collection, to 

better support their research needs, and to gather their perspectives on the use of AI in this type 

of archival material. Through a stakeholder analysis, it became clear that two main groups are 

particularly interested in these documents: researchers (especially historians) and the general 

public, particularly amateur historians and genealogists. The analysis drew on the stakeholder 

model used by The National Archives (UK), which is provided in Appendix II.14 

 

 
12 Mistral AI, ‘About Us’, Mistral AI, accessed 15 January 2026, https://www.mistral.ai/about.  
13 Suhas Bhairav, ‘Understanding Ollama: A Comprehensive Guide’, Metric Coders, accessed 14 January 2026, 
https://www.metriccoders.com/post/understanding-ollama-a-comprehensive-guide.  
14 The National Archives (UK), ‘Understanding Stakeholders and the Business’, The National Archives, 
accessed 14 January 2026, https://www.nationalarchives.gov.uk/archives-sector/advice-and-guidance/managing-
your-collection/preserving-digital-collections/line-of-business-systems/1-understanding-stakeholders-and-the-
business/; National Archives and Records Administration, Digital Personas, Archives.gov, last reviewed March 
25, 2021, https://www.archives.gov/digitalstrategy/personas.  

Validation 
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In this context, it was possible to contact two academic researchers and one person from the 

archive’s reading room: Jane, Maria, and John respectively.15 Although only one person from 

the reading room could be interviewed, John brings valuable experience, as he has guided 

amateur historians and genealogists in their archival research and is familiar with the challenges 

they typically encounter. After the third interview, it became clear that the participants’ views 

showed substantial overlap, both regarding what information should be extracted from the files 

and their opinions on the use of LLMs. In my case, I decided not to conduct additional 

interviews as responses were very similar and based on arguments from educators William W. 

Cobern and Betty AJ Adams, ‘once you have captured the possible range of opinions, to 

whatever level of detail you seek, there is little reason to continue interviewing more people’.16 

Seeing as all my interviewees provided me with a high level of detail and thoroughness, 

coupled with a limited number of individuals available at the time, I decided not to conduct 

additional interviews. However, I acknowledge that a larger sample might have offered further 

nuance or alternative perspectives. 

Theoretical Framework: AI Ethics in Archives  

 
Before discussing the ethics of Artificial Intelligence (AI) and how they relate to archival work, 

it is first necessary to define what AI means. According to digital culture scholar Lise Jaillant 

and computing scholar Annalina Caputo, the term of Artificial Intelligence includes a variety 

of approaches, all of which refer to the ‘creation of intelligent machines that can simulate 

human thinking capability and behaviour’.17 In this project, AI specifically refers to generative 

AI, or Large Language Models (LLMs), a type of machine learning model designed to 

‘generate content such as text, images, speech or videos, based on training data’.18 As Jaillant 

and Caputo note, this is the type of technology that has recently attracted significant attention 

with the ‘promise of revolutionising multiple sectors’.19 The archival sector is no exception. 

 
15 This report uses pseudonyms to protect the privacy of the interviewees. 
16 William W. Cobern and Bryce Adams, ‘When Interviewing: How Many Is Enough?’, International Journal of 
Assessment Tools in Education 7, no. 1 (2020): 76. 
17 Lise Jaillant and Annalisa Caputo, ‘Unlocking Digital Archives: Cross-Disciplinary Perspectives on AI and 
Born-Digital Data’, AI & Society 37 (2022): 824. 
18 Jaillant and Caputo, ‘Unlocking Digital Archives’, 824; Emma O'Hare, Rasa Bocyte, Johan Oomen, Lorena 
Aldana, Antoine Isaac, Harry Verwayen, and Valentine Charles, pAlignment Paper on AI and the Data Space for 
Cultural Heritage: Boundary-setters and Opportunity-seekers Working Towards Responsible AI Futures’, 
Common European Data Space for Cultural Heritage, 2 October, 2025, 8. 
19 Jaillant and Caputo, ‘Unlocking Digital Archives’, 824. 
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LLMs can accelerate time-consuming and complex tasks while also helping users search, 

navigate, and interpret archival collections. 

 

Although AI is increasingly being tested and used within archival workflows, there are 

concerns that there is still no shared ethical framework guiding its use in the field. This absence 

was also noted by the Alignment Assembly on Culture for AI, an initiative by the Common 

European Data Space for Cultural Heritage, Europeana, and the Netherlands Institute for Sound 

& Vision.20 Based on a survey of cultural heritage professionals, the Assembly echoed similar 

concerns and plans to develop ethical and strategic principles to support responsible AI 

implementation across the sector. While this lack of consensus persists, several institutions 

have nevertheless tried to formulate ethical principles that can serve as reference points for the 

archival community.  

 

Among the examples available are those developed by the European Commission, UNESCO, 

and the Library and Archives Canada (LAC). The European Commission’s Ethics Guidelines 

for Trustworthy AI, developed by the High-Level Expert Group on Artificial Intelligence, set 

out principles intended to ensure that AI systems are used in ways that are lawful, ethical, and 

robust.21 These principles are also referenced in the AI Act, under Article 27, which provides 

the binding legal framework for regulating AI within the European Union.22 Since the Noord-

Hollands Archief is located within the European Union and falls under the legal jurisdiction of 

the AI Act, its ethical principles offered the most relevant and suitable framework for this 

report. UNESCO’s Recommendation on the Ethics of Artificial Intelligence offers additional 

guidance by briefly addressing the use of AI in the cultural sector.23 However, this perspective 

will be used to complement and expand upon the European Commission’s framework. Lastly, 

the Library and Archives Canada (LAC) has also formulated four ethical principles for archival 

work.24 Although these offer valuable insights, they are more limited in scope, particularly 

 
20 Giovanni Colavizza, Tobias Blanke, Charles Jeurgens, and Julia Noordegraaf, ‘Archives and AI: An Overview 
of Current Debates and Future Perspectives’, Journal on Computing and Cultural Heritage 15, no. 1 (December 
2021): 4:11. 
21 High-Level Expert Group on Artificial Intelligence (AI HLEG), Ethics Guidelines for Trustworthy AI, 
European Commission, 8 April 2019. 
22 Regulation (EU) 2024/1689 of the European Parliament and of the Council of 13 June 2024 laying down 
harmonised rules on artificial intelligence (Artificial Intelligence Act), Official Journal of the European Union 
L, no. 2024/1689 (12 July 2024). 
23 UNESCO, Recommendation on the Ethics of Artificial Intelligence, SHS/BIO/REC-AIETHICS/2021 (2021), 
16. 
24 Library and Archives Canada, ‘AI is Here and LAC is Ready’, Canada.ca, accessed 21 January, 2026, 
https://www.canada.ca/en/library-archives/corporate/about-us/strategies-initiatives/artificial-intelligence.html.  
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regarding environmental impacts and the definition of key concepts, and will therefore be used 

as a counterpoint to the European Commission’s guidelines. 

 

The European Commission’s Ethics Guideline for Trustworthy AI  

 

The European Commission’s Ethics Guidelines for Trustworthy AI set out seven interrelated 

principles that define what it means for an AI system to be trustworthy across its design, 

deployment, and use.25 Each of these stages has implications for archival practice, and 

archivists can play an important role in all of them. The principles identified by the European 

Commission are: human agency and oversight, technical robustness and safety; privacy and 

data governance; transparency; diversity, non-discrimination and fairness; societal and 

environmental well-being; and accountability.26  

 

1. Human Agency and Oversight 

The first principal, human agency and oversight, entails that ‘AI systems are developed and 

used as a tool that serves people, respects human dignity and personal autonomy, and that is 

functioning in a way that can be appropriately controlled and overseen by humans’.27 Since 

technologies pose the ability to both enable and hinder fundamental rights, the European 

Commission defends that an evaluation to determine the potential risks and the creation of 

mechanisms for receiving external feedback on possible fundamental rights infringements, 

such as protection of personal data and the right to education, should be conducted.28 Users 

should also have agency and make autonomous decisions about AI systems. To do so, they 

ought to be enabled to understand and interact with those systems, not only to self-assess but 

also to challenge them.29 As explained by the European Commission, AI can be deployed to 

‘shape and influence human behaviour through mechanisms that may be difficult to detect’, 

which can lead to ‘various forms of unfair manipulation, deception, herding and conditioning’, 

ultimately threatening individual autonomy.30 Therefore, it is essential that archivists first 

 
25 AI HLEG, Ethics Guidelines for Trustworthy AI, 1. 
26 AI HLEG, Ethics Guidelines for Trustworthy AI, 14. 
27 Regulation (EU) 2024/1689 (Artificial Intelligence Act), 8. 
28 AI HLEG, Ethics Guidelines for Trustworthy AI, 15. 
29 AI HLEG, Ethics Guidelines for Trustworthy AI, 15-6. 
30 AI HLEG, Ethics Guidelines for Trustworthy AI, 16. 
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invest in developing a solid understanding of AI technologies and the risks they entail, and then 

establish clear, responsible practices to guide their use. 

 

The Commission also outlines that AI systems should have human oversight. It can involve 

close, continuous involvement in each decision the system makes, periodic monitoring and 

adjustment of the system as it runs, or broader supervision of its overall use and impact.31 These 

approaches can enable archivists to guide how AI systems are designed, set expectations for 

their outputs, and monitor their performance over time without intervening in every decision. 

They also allow archivists to safeguard the profession’s core values and to make informed 

decisions about the appropriate use of the system. 

 

The Library and Archives of Canada defend the same principle of human oversight, adding 

that they will invest in staff capabilities through training, hands-on pilot projects, and ongoing 

learning, ensuring that staff are equipped to understand and guide the application of AI.32 

UNESCO’s recommendations also argue that AI systems used in cultural heritage institutions 

must never undermine human agency. Instead, it urges Member States to ensure participatory, 

community-driven oversight in the design and use of AI tools affecting cultural heritage, 

including Indigenous and minority cultures.33 

 

2. Technical Robustness and Safety 

The second ethical principal establishes that ‘AI systems are developed and used in a way that 

allows robustness in the case of problems and resilience against attempts to alter the use or 

performance of the AI system so as to allow unlawful use by third parties, and minimise 

unintended harm’.34 In other words, AI systems should be built to stay reliable when something 

goes wrong, resist misuse or tampering, and minimise unintended harm.. The principle also 

encompasses three related concepts that are particularly relevant for archives: accuracy, 

reliability, and reproducibility. 

 

Accuracy refers to making correct judgements, for example to ‘correctly classify information 

into the proper categories, or its ability to make correct predictions, recommendations, or 

 
31 AI HLEG, Ethics Guidelines for Trustworthy AI, 16. 
32 Library and Archives Canada, ‘AI is Here’. 
33 UNESCO, Recommendation on the Ethics, 16. 
34 Regulation (EU) 2024/1689 (Artificial Intelligence Act), 8. 
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decisions based on data or models’.35 In other words, AI should be able to give correct results 

and mitigate mistakes. Reliability, on the other hand, refers to AI systems work ‘properly with 

a range of inputs and in a range of situations’.36 It thus refers to systems that are accurate in 

their results even when the inputs or situations vary. Closely related to reliability is 

reproducibility, which concerns the capacity of producing ‘same behaviour when repeated 

under the same conditions’. In short, AI’s ability to deliver consistent results.  

 

UNESCO likewise reccommends that heritage institutions employ AI tools that ensure 

accuracy and protect collections, languages, and cultural expressions from distortion, misuse 

or disapperance.37 This aspect is particularly important for archives, where AI-generated 

outputs can inadvertently obscure, alter, or misrepresent the histories and cultural identities of 

specific communities, including their languages and forms of expression. In this project, 

extraction attempts were largely consistent. However, reproducibility and reliability could not 

be fully assessed due to the high cost of repeated testing via the OpenAI API and the limited 

variation inherent in using only one document type. 

 

3. Privacy and Data Governance 

Another ethical principal, closely related to protection of personal data, is privacy and data 

governance. This principal means that ‘AI systems are developed and used in accordance with 

privacy and data protection rules, while processing data that meets high standards in terms of 

quality and integrity’.38 Throughout the entire lifecycle of an AI system, AI should comply 

with data protection laws such as the General Data Protection Regulation (GDPR).39 

Furthermore, AI systems should guarantee that data relating to individuals is accurate and is 

not used unlawfully or in a discriminatory manner, including on the basis of religious or 

political beliefs, sexual orientation, age, or gender. Data governance also requires that 

appropriate access protocols are in place, ensuring that personal data is accessed only by 

authorised persons and handled in a way that allows individuals to trust the data collection and 

processing practices of AI systems.40  

 

 
35 AI HLEG, Ethics Guidelines for Trustworthy AI, 17. 
36 AI HLEG, Ethics Guidelines for Trustworthy AI, 17. 
37 UNESCO, Recommendation on the Ethics, 16. 
38 Regulation (EU) 2024/1689 (Artificial Intelligence Act), 8. 
39 AI HLEG, Ethics Guidelines for Trustworthy AI, 17. 
40 AI HLEG, Ethics Guidelines for Trustworthy AI, 17. 
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Literature on the use of AI in archives reflects similar concerns, noting the challenges involved 

in training and using AI systems while still protecting sensitive or personal information.41 

UNESCO and Library and Archives Canada similarly stress that compliance with privacy and 

copyright regulations is essential for safeguarding human dignity, autonomy, and agency, as 

well as for meeting national, regional, and international legal obligations.42 Although this 

project did not focus on privacy and data governance because the verdicts examined are not 

subject to GDPR or copyright restrictions, these considerations remain essential for archival 

collections where such issues are central. 

 

4. Transparency 

The fourth principle, transparency, addresses how AI systems make use of data and reach 

decisions. According to the European Commission, transparency requires that ‘AI systems are 

developed and used in a way that allows appropriate traceability and explainability, while 

making humans aware that they communicate or interact with an AI system, as well as duly 

informing deployers of the capabilities and limitations of that AI system and affected persons 

about their rights’.43 In other words, AI systems should be traceable and explainable, clearly 

identified as AI, and accompanied by information about their limitations, the rights of those 

affected, and when the system is being used. 

 

Within archival literature, explainable artificial intelligence (XAI) is identified as an important 

approach to achieving such transparency.44 XAI refers to methods and techniques that reveal 

how an AI system arrives at its decisions by providing human-interpretable explanations. These 

methods generate and retain information about the reasoning pathways behind their outputs, 

allowing users to interpret, question, and evaluate the results produced by large language 

models and other AI tools. Such explainability not only helps reveal potential biases within AI 

systems but also strengthens trust in their use within archival institutions.  

 

UNESCO’s recommendations echo this definition of transparency in which individuals should 

be informed about the decisions made throughout the AI’s lifecycle and be informed when 

 
41 O’Hare et al., ‘Alignment Paper on AI’, 24-5. 
42 UNESCO, Recommendation on the Ethics, 8; Library and Archives Canada, ‘AI is Here’. 
43 Regulation (EU) 2024/1689 (Artificial Intelligence Act), 8. 
44 Colavizza et al., ‘Archives and AI’, 4:5; IBM, ‘What Is Explainable AI?’ IBM Think, accessed 14 January 
2026, https://www.ibm.com/think/topics/explainable-ai. 
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these decision affect their rights.45 LAC, in turn, focuses on transparency in the use of AI tools 

and stresses the importance of measuring, evaluating, and communicating the outcomes of AI 

initiatives to ensure they remain aligned with the institution’s mandate, values, and the 

expectations of Canadians.46 The Data Strategy principles of the Noord-Hollands Archief make 

only a brief reference to AI, stating that: ‘The NHA is transparent about the use of AI and the 

metadata created by it’.47 Although this statement affirms a commitment to transparency, it 

remains general and does not clarify how transparency is defined and implemented in practice.  

 

5. Diversity, non-discrimination, and fairness 

According to this principle, diversity, non-discrimination and fairness, AI systems should be 

‘developed and used in a way that includes diverse actors and promotes equal access, gender 

equality and cultural diversity, while avoiding discriminatory impacts and unfair biases that 

are prohibited by Union or national law’.48 On the one hand, datasets used to train and operate 

AI systems may reflect historical biases, data incompleteness, and poor governance models, 

which can result in direct or indirect prejudice and discrimination against certain communities 

or individuals.49 As a consequence, these shortcomings can be embedded and reproduced by 

algorithms, leading to similarly discriminatory outcomes. For this reason, the European 

Commission recommends that AI developers adopt a user-centric approach, designing systems 

in a way that ensures their products and services are accessible to all individuals, regardless of 

age, gender, abilities, or other personal characteristics.50 They also encourage developers to 

involve stakeholders who are directly or indirectly affected by these systems throughout the 

entire AI lifecycle. 

 

LAC and UNESCO’s recommendations also defend cultural diversity by urging the ensurance 

that AI systems do not marginalise minority languages, local cultural expressions, or under-

represented communities.51 UNESCO, in particular, highlights the need to protect endangered 

and Indigenous languages, promote educational programmes that enable cultural heritage 

 
45 UNESCO, Recommendation on the Ethics , 9. 
46 Library and Archives Canada, ‘AI is Here’. 
47 Noord-Hollands Archief, ‘Datastrategie’, Noord-Hollands Archief, accessed 27 January, 2026, https://noord-
hollandsarchief.nl/over-ons/organisatie/datastrategie.  
48 Regulation (EU) 2024/1689 (Artificial Intelligence Act), 8. 
49 AI HLEG, Ethics Guidelines for Trustworthy AI, 18. 
50 AI HLEG, Ethics Guidelines for Trustworthy AI, 18. 
51 UNESCO, Recommendation on the Ethics of Artificial Intelligence, 16; Library and Archives Canada, ‘AI is 
Here’. 
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workers to contribute to the design of AI in ways that preserve cultural heritage and diversity, 

and assess the broader cultural impact of AI systems. Scholars working at the intersection of 

AI and archives have raised similar concerns.  

 

Jaillant and Caputo argue that fairness requires ensuring that AI systems used in archival 

contexts do not reproduce or amplify social, historical, or data-driven biases.52 The ‘black box’ 

nature of AI (that is, where algorithms and training data cannot be fully scrutinised) makes it 

difficult to detect, explain, and challenge the biases that AI systems may inherit from their 

training data, particularly when such technologies are developed by private tech companies.53 

They give the example of the White men who are often over-represented in senior positions. 

For them, records representing women or ethnic minorities can be treated as less relevant, thus 

becoming less visible. Therefore, as Temi Odumosu asserts, the cultural heritage sector must 

‘drop the illusion of techno-neutrality’ and be critical about the use of these technologies.54  

 

6. Societal and Environmental Well-being 

According to the Europeans Commission’s guidelines, societal and environmental well-being 

refers to AI systems that ‘are developed and used in a sustainable and environmentally friendly 

manner as well as in a way to benefit all human beings, while monitoring and assessing the 

long-term impacts on the individual, society and democracy’.55 In other words, it is 

acknowledged that these technologies can have an impact on the environment, individuals’ 

lives, and on institutions, democracy and society in general.56 This principal was also reflected 

in literature on the application of AI in archival collections. The study conducted by the 

‘Alignment Assembly on Culture for AI’ found that archival practitioners recognise the 

environmental responsibilities associated with the use of AI tools and support mitigating these 

impacts through ecological strategies, such as planting trees to offset carbon footprints.57 

UNESCO’s recommendations further extend these concerns to include the economic and 

environmental impacts of AI.58 LAC, unfortunately, does not address these dimensions.  

 

 
52 Jaillant and Caputo, ‘Unlocking Digital Archives’, 823-4. 
53 Jaillant and Caputo, ‘Unlocking Digital Archives’, 824-5. 
54 Temi Odumosu, ‘The Crying Child: On Colonial Archives, Digitization, and Ethics of Care in the Cultural 
Commons’, Current Anthropology 61, no. S22 (October 2020): S290. 
55 Regulation (EU) 2024/1689 (Artificial Intelligence Act), 8. 
56 AI HLEG, Ethics Guidelines for Trustworthy AI, 19. 
57 O’Hare et al., ‘Alignment Paper on AI’, 26. 
58 UNESCO, Recommendation on the Ethics, 16 
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7. Accountability 

Finally, the last principal, accountability, involves ‘the enablement of the assessment of 

algorithms, data and design processes’, ‘the ability to report on actions or decisions that 

contribute to a certain system outcome, and to respond to the consequences of such an 

outcome’.59 It also encourages transparent management trade-offs that may arise with 

competing principles and provide effective redress when harm occurs. Taken together, these 

principles form an interconnected framework, with accountability serving as the overarching 

element that ensures AI systems are developed with care and used responsibly. 

 

Considering the ethical frameworks proposed by the European Commission, LAC, and 

UNESCO, it becomes clear that there is a growing need to strengthen AI literacy, education, 

and training among archival professionals. Such background is essential not only to support 

the practical application of AI tools, but also to equip archivists to critically evaluate these 

technologies and address the policy, legal, and bias-related challenges they raise. Only with a 

deeper understanding of how AI affects archival work will it be possible to develop ethical 

guidelines adapted to the sector and to ensure the responsible integration of AI systems into 

archival recordkeeping processes. In the following section, I explain how the entities ultimately 

extracted from these documents were selected. 

Information Relevant for Users: List of Entities 
 
As historian Claudia Verhoeven explains, modern court records can be composed of several 

types of sources, such as interrogation records, indictments, testimonies, prosecution and 

defence speeches, and verdicts.60 The Noord-Hollands Archief also keeps proces-verbaal 

(police or official report) and dossiers (case file). In this project, the focus is solely on court 

verdicts, which are documents that describe the crime and the sentence while providing key 

information about what happened, who was involved, and the legal reasoning behind the 

judges’ decisions. 

 

 
59 AI HLEG, Ethics Guidelines for Trustworthy AI, 19-20. 
60 Claudia Verhoeven, ‘Court Files’, in Reading Primary Sources: The Interpretation of Texts from Nineteenth- 
and Twentieth-Century History, ed. Miriam Dobson and Benjamin Ziemann (London: Bloomsbury Academic, 
2022), 101.  
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The list of entities was developed in three stages. First, I reviewed the two lists created by 

earlier student researchers, who had compiled both long and short versions of the entities they 

aimed to extract. Second, I analysed six volumes of court verdicts from Haarlem and 

Amsterdam (1870–1920) to identify recurring patterns (the results can be seen in Appendix 

IV). Finally, literature on the history of crime in the Netherlands, together with insights from 

the interviews, helped determine which additional entities would be useful to include. These 

three stages were compared and combined to produce the final list of entities shown in Table 

1. 
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Table 1. List of entities. 

  

Most of the entities included in this list were already mentioned by the previous interns. These 

covered basic case information such as scan number, court, verdict number, case number, date 

of verdict, keywords, summary, type of crime, start and end dates of crime, sentence, and 

location of crime, as well as personal information about accused people, witnesses, and injured 

parties, including full names, ages, professions, and places of residence.61 The interns also 

found that the LLM struggled to accurately separate details such as house number, street name, 

city, and to distinguish between first name and surnames, and that it worked more accurately 

when information was grouped into broader categories such as place of residence and full 

name. For this reason, I kept this simplified structure in the final list of entities. Nonetheless, I 

tested with GPT-5-mini to see whether a more advanced model could resolve these limitations. 

I also experimented by using broader entities, such as ‘name of the people’, ‘role of the person’, 

and ‘location of the crime other’ and ‘role of the person other’ (the full list of the extracted 

entities are presented in Appendix VII). 

 
61 Kashyap, Ananya, et al., Historical Crime and Criminal Justice Datafied, 11. 
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In relation to personal information, my analysis of the verdicts revealed a shift in how the courts 

recorded the age and date of birth of the accused. In earlier verdicts, such as those from 1870, 

the documents more often mention the age of the accused rather than their date of birth. By 

1920, however, particularly in the Haarlem verdicts, this pattern is reversed: the date of birth 

appears far more frequently, and references to age disappear entirely (see Appendix IV). In 

Amsterdam, the 1920 verdicts show a more mixed pattern, with a decline in the recording of 

the date of birth alongside a small rise in references to age. Therefore, I decided to keep both 

entities, age and date of birth, so that the extraction process could capture both. I also added 

entities indicating the total number of individuals in each category (accused person, injured 

people, and witnesses) to help verify whether all relevant personal information, such as names 

and ages, has been correctly captured during extraction. 

 

Regarding the place of birth, although it is not always recorded in the documents, it remains 

essential to extract. Historians Jeannette Kamp and Marion Pluskota show that the nineteenth 

century saw the formation of minority categories, with many newcomers to Amsterdam, 

including the large majority arriving from North Holland and South Holland, being labelled as 

migrants.62 During the labour market crisis of the late 1870s and 1880s, many domestic 

migrants became unemployed, which in turn led to increased policing and prosecution of 

vagrancy and begging.63 For this reason, I ensured that place of birth was extracted, as it enables 

researchers to study and better understand these dynamics. From my interview with John, this 

information is also important, as place of birth can offer valuable insights for the study of 

family histories. 

 

Kamp and Pluskota also emphasise that ethnicity and religion were not recorded in criminal 

sources, even though they played an important role in shaping minority status.64 For this reason, 

I chose not to include these categories in order to avoid prompting the LLM to infer inacuracies 

or to reinforce discriminatory patterns. Future research could explore how language models 

might help identify marginalised groups in archival collections while avoiding the reproduction 

of historical biases. Using this line of thought, I also did not include gender since it is not 

explicitly mentioned in the documents. During the interviews, Maria further noted that it is 

 
62 Marion Pluskota and Jeannette Kamp, ‘The Lure of the City: Migration, Crime, and Urbanization in 
Amsterdam, 1850–1905’, TSEG – The Low Countries Journal of Social and Economic History 20, no. 1 (2023), 
101-5. 
63 Pluskota and Kamp, ‘The Lure of the City’, 93. 
64 Pluskota and Kamp, ‘The Lure of the City’, 99. 
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usually possible to infer gender from a person’s name, and therefore, in her view, it was not 

essential to extract this information directly. It would also be not ethically correct to force the 

LLM to impose a gender. 

 

Another type of discrimination present in these records was pointed out by John. He is currently 

studying the introduction of article 248bis Sr. in 1911, which restricted contact between people 

of the same sex who were both above the age of consent and contributed to the persecution of 

homosexual people.65 Jane also noted that some verdicts can contain sensitive information, 

such as cases of sexual abuse, which may have emotional consequences for individuals 

researching their family history. As John illustrated, being able to search verdicts by the legal 

articles they cite would make it much easier for researchers to identify such cases. Jane and 

Maria further stressed that legal articles are crucial for understanding how crimes were 

prosecuted at different moments in time and how judges interpreted and applied the law. To 

support this type of analysis, I included three entities in the list: the legal articles cited, the 

judges’ names, and their roles. 

 

During the interviews, several additional entities emerged as important to both the researchers 

and John. Jane questioned whether it was necessary to distinguish different types of witnesses, 

noting that extracting the specific names and positions of police officers could introduce 

inaccuracies, especially since the terminology for these roles changes over time. For this 

reason, I decided to retain only the entity ‘witness profession’, which encompasses all 

occupations, including police officers and related roles. In addition, all three interviewees 

expressed interest in extracting information about the relationships between individuals 

mentioned in the verdicts, as these can reveal connections such as parent–child ties or, in some 

cases, matrimonial relationships, as Maria highlighted. 

 

The interviews also drew attention to important limitations of HTR. Jane noted that judges 

sometimes underlined text or added marginal comments to emphasise aspects relevant to their 

decisions, yet such handwritten features are not captured by HTR and are therefore difficult to 

extract with an LLM. Similarly, verdicts occasionally contain handwritten notes in the margins, 

such as ‘appel’ or ‘cassatie’, indicating that a case was appealed. Since HTR struggles to detect 

 
65 Manon van der Heijden and Valentijn Koningsberger, ‘Continuity or Change? Female Crime in the 
Nineteenth-Century Netherlands’, Crime, History & Societies 17, no. 1 (2013): 101–127. 



 19 

these annotations, the LLM cannot reliably identify them, even though they can provide crucial 

links between related cases across different court levels. Jane also pointed to another section 

of the verdict that would be valuable to extract: the court’s considerations. The considerations 

are usually introduced by the phrase ‘Overwegende dat’ and outlines the court’s reasoning and 

interpretation of the offence. However, it proved difficult to demarcate this section specifically 

of the text and translate it into Python code without making the prompt significantly longer, 

which would increase processing time and reduce the likelihood of consistent interpretation by 

the LLM. For this reason, the section was excluded from the final list of entities. 

 

Finally, I added three additional entities that are of particular interest to researchers and 

potentially valuable for the archive: objects mentioned in the crime, businesses, and 

organisations. The relevance of objects became clear during my conversation with Jane, whose 

research on bicycle thefts during the Second World War shows how such details can illuminate 

patterns of theft during periods marked by shortages and broader social and economic 

pressures. Discussions with the Noord-Hollands Archief also highlighted that references to 

businesses or organisations, such as cafés or bars, can help link verdicts to related archival 

materials and enrich the contextual understanding of these cases. Overall, the interviewees 

were supportive of using AI to improve access to archival collections and to facilitate research. 

John and Jane, however, raised concerns about applying AI to information still protected under 

the GDPR and about sharing such information with third parties. These concerns echo the 

ethical principles of privacy and governance outlined by the European Commission, which 

archives should take seriously when working with more recent or sensitive collections. 

Building on this list of entities, the next part of the report explains the improvements made to 

optimise the extraction process and presents its results from both a quantitative and qualitative 

perspective. 

Testing and Results  

Splitting Update 

 

When applying the code made by the previous students to other .txt files, I encountered a 

‘UnicodeDecodeError’, which occurs when a program cannot interpret certain byte sequences 
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because they do not match the specified encoding scheme.66 As a result, some characters in the 

text could not be properly read or represented. To resolve this, I changed the encoding standard 

in the code from UTF-8 to Latin-1 (see Appendix V). I chose Latin-1 because it provides 

broader compatibility with many Western European character sets and can successfully 

interpret a wide range of byte values without raising decoding errors. Although Latin-1 is not 

as universal as UTF-8, it effectively resolved the decoding error, allowing the code to process 

the text files correctly and accurately reproduce their content.  

 

Another modification to the code involved how verdicts were counted. Due to the fact that 

most HTR outputs include text from the book cover and the initial blank or index pages, the 

code mistakenly treated these as actual verdicts. To correct this, I began indexing at zero so 

that the first splitting phrase, such as ‘van het vonnis’, would be labeled as the first real verdict. 

This adjustment fixed the initial misnumbering during extraction, but it did not resolve the 

underlying splitting error itself since I used the same method as the other students. As a result, 

the error rate remains around 1.53% for verdicts from Haarlem and 1.99% for those from 

Amsterdam. 

 

Extraction Update 

 
In contrast to the splitting process, the Python code for the extraction pipeline underwent more 

substantial changes. First, the list of entities requested from the LLMs was expanded (with the 

exception of Mistral, due to limitations explained later in this section). Additionally, a pipeline 

symbol (|) was introduced to allow the extraction of multiple values within a single field. 

Previously, models such as GPT-4o-mini returned only the first entity they encountered, for 

example, the first witness. By adopting the pipeline separator, the system would now capture 

all occurrences within an entity class, producing outputs such as: ‘Johannes Lambertus 

Everardus van der Sar | Maria Hendrika Jansen | Roelof Edzo de Jonge’ (see prompt in 

Appendix V). I also kept the original prompt instruction that ensured the LLMs extracted only 

information explicitly present in the text. 

 

 
66 Python.org Wiki, ‘UnicodeDecodeError’, Python Wiki, accessed 26 December, 2025, 
https://wiki.python.org/moin/UnicodeDecodeError. 
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Another improvement made concerns performance. Previous interns reported that extracting 

approximately 70 entities per verdict could take over an hour, as each request was processed 

sequentially. To address this issue, the updated code incorporates asynchronous I/O and 

concurrency using Python’s asyncio framework. Concurrency enables multiple verdicts to be 

in progress at the same time, while asynchronous I/O allows the program to start an LLM 

request, immediately continue with other verdicts while waiting for the response, and return to 

finish processing once the response arrives.67 This eliminates unnecessary idle time waiting for 

slow processing responses and results in a substantial speed-up of the extraction workflow. To 

make intermediate results accessible, a periodic progress save mechanism was added in which 

the script writes the output to a CSV file every 20 processed verdicts. This allows monitoring 

of the extraction process without waiting for the entire dataset to complete. 

 

In regard to GPT-5-mini, I had to change the way the Python code communicated with the 

OpenAI API. Previously, the extraction used the chat completions interface 

(async_client.chat.completions.create), but this needed to be replaced with the new responses 

API (async_client.responses.create) to be compatible with GPT-5-mini. I also had to increase 

max output tokens from 900 to 10,000, because the extraction code would not run successfully 

with the previous limit. With max output tokens set to 900 (as used by earlier interns), the 

Python code consistently failed to run. 

 
With regard to Mistral, my initial approach was to apply the same Python code that I had 

previously used for GPT-4o-mini. However, this produced highly inconsistent results where 

the output was disorganised, and the model frequently hallucinated, generating entities that had 

not been requested in the prompt. To improve performance, it became necessary to significantly 

reduce the number of entities in the extraction list and to reformulate the prompt using simpler 

and more direct language. The revised set of entities focused on essential information only: 

scan number, court name, verdict number, date of the verdict, people involved, their respective 

roles, type of crime, start and end dates of the crime, location of the crime (including city, street 

name, and house number), number of accused individuals, number of witnesses, number of 

injured parties, and the final verdict or punishment (see Appendix VII). 

 

 
67 Remzi H. Arpaci-Dusseau and Andrea C. Arpaci-Dusseau, ‘Event-based Concurrency (Advanced)’, in 
Operating Systems: Three Easy Pieces (Arpaci-Dusseau Books, 2014), 1–7. 
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It was also necessary to adjust several technical parameters: setting concurrency to one 

(ensuring that only a single verdict was processed at a time), limiting each verdict to 6,000 

characters (so that in lengthy cases the model prioritised both the introductory sections and the 

final sentencing), and restricting the analysis to a maximum of 20 verdicts per run. Although 

this is not an ideal configuration, these adjustments were required because each prompt was 

taking several hours to process, and the laptop available for the project had limited RAM 

capacity (see Appendix V for the Python code and a step-by-step explanation).  

 

Data Validation 

 
The validation of the results given by the LLM is an essential step to take in order to guaratee 

the ethical principles of human agency and oversight, transparency, and accountability. By 

adding the human-on-the-loop or human-in-command approach in the validation, the archive 

would help safeguard data authenticity and authencity, ensuring that records are what they 

claim to be and originate from the source to which they are attributed and that it does not 

contain any mistake or biases. It would also ensures accountability for the results. In this 

context, the pipeline used in this project is structured as follows: 

 

Unlike the first phase of the project, the validation stage is now presented as a distinct step in 

the pipeline, highlighting its significance. In order to be more transparent, it is also necessary 

to clearly state the criteria used during the validation process:  

 

a. The same inventory numbers from the first phase of the project (ten verdicts from 

each district court) were validated in all large language models; 

b. Errors in the output are classified as extraction mistakes. These include misspellings 

(or correction of original spellings) and incomplete or incorrect information (often 

referred to as hallucinations)68; 

 
68 Hallucination refers to the production of ‘outputs that are factually incorrect, semantically inconsistent, or 
unsupported by the provided context or real-world knowledge’. Ahmad Pesaranghader and Erin Li, 
Hallucination Detection and Mitigation in Large Language Models, arXiv preprint arXiv:2601.09929, accessed 
14 January, 2026, 1. 

Figure 2. Pipeline for the Crime Scenes Datafied II. 
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c. Detection mistakes refer to entities that were not detected by the LLM, such as when 

multiple witnesses are mentioned in the verdict but only some or none are identified; 

d. Verdicts that have a splitting error were not considered since this error was not 

produced by an LLM, but rather at the first part of the pipeline; 

e. HTR errors are also marked and counted as a separate error since they are a result of a 

previous phase of the pipeline; 

f. When the extraction output for the entity ‘Date of the crime_end (YYYY-MM-DD)’ 

was N/B (indicating that no value had been retrieved), it was still classified as a 

detection error as a date is required for this field. 

g. The field was ‘Scannummer’ not considered as it is a product of the splitting process; 

h. Articles from the law book were counted as a single mistake. For instance, if 

multiples articles from a verdict were incorrect or missing, these errors were treated 

collectively as one mistake. Reviewing each article individually and checking which 

were crossed out in the original verdict was a very time-consuming task, so it was 

necessary to consider the field as a whole. 

 

It should also be noted that the previous phase of the project evaluated 30 verdicts per district 

court, whereas this phase reviewed 10 verdicts per court for each language model. Given that 

the number of model outputs requiring validation increased substantially, the validated sample 

size had to be reduced. Furthermore, a total of 20 verdicts were validated for the experiment 

focused exclusively on extracting names and locations. Therefore, the total number of validated 

verdicts for this report was 80. I acknowledge that a larger sample would have been preferable, 

but this was not feasible within the timeframe of the project.  

 

Results: Analysis of the Models 

 
Before analysing the quality of the extraction, it is important to consider the performance of 

each large language model and the implications for archival practice. Table 2 illustrates an 

overview of the models’ capacity, cost, and processing time when extracting entities from 

inventory number NL-HlmNHA_452_306 (247 verdicts). It also includes the extraction and 

detection errors identified during validation. 

Validation 
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This phase of the project had a total cost of $75, with GPT-4o-mini and GPT-5-mini priced 

differently. GPT-5-mini was the most expensive option at about $1.63 per prompt, compared 

with $0.20 for GPT-4o-mini. Mistral, by contrast, was free of charge. These cost differences 

were also reflected in the quality of the extraction results. GPT-5-mini achieved the best overall 

performance, with extraction errors of 4.4% in both Haarlem and Amsterdam and detection 

errors of 2.6% and 3.5%, showing consistent accuracy across both courts. GPT-4o-mini 

performed less accurately, with extraction errors of 6% in Haarlem and 13% in Amsterdam, 

and detection errors of 10.3% in Haarlem and 11.6% in Amsterdam. Even so, this represents a 

clear improvement compared with the first phase of the project: extraction errors decreased 

from 11.7% to 6% in Haarlem and from 17.6% to 13% in Amsterdam, and detection errors 

from 13.1% to 10.3% in Haarlem and from 21.2% to 11.6% in Amsterdam. Mistral, by contrast, 

yielded the weakest results. Even with a shorter and more concise entity list, it produced 

extraction errors of 14.3% in Haarlem and 14% in Amsterdam, and detection errors of 25.4% 

and 31.9%, making it the least reliable option despite being free. 

 

There were also notable differences in processing time. GPT-4o-mini processed prompts the 

fastest, likely because it performs less complex reasoning than GPT-5-mini, which required 

around 30 minutes. Mistral was the slowest, needing roughly two hours. Nonetheless, 

processing times have improved considerably since the first phase of the project: whereas over 

an hour was once needed to extract only 70 entities. If this extraction process were to be 

Table 2. Comparison between the performance of different language models. 
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repeated on a large scale, archives would need to evaluate whether the financial and time costs, 

particularly those associated with GPT-5-mini, are sustainable. Processing time also plays a 

crucial role, since differences between models can substantially affect archivists’ daily 

workflows. Furthermore, adopting AI in archival settings requires careful consideration of the 

broader societal and environmental implications (the sixth ethical principle).  

 

Among the two providers, Mistral is the only one that publishes information about its 

environmental footprint.69 Its environmental statement reports greenhouse-gas emissions, 

water consumption, and material use, and expresses a commitment to improving the 

transparency of these disclosures. Yet, even with this information, it remains difficult to 

meaningfully evaluate the real-world impact of these factors. With respect to societal impacts, 

both companies, OpenAI and Mistral AI, acknowledge that their models can produce harmful 

effects and emphasise their efforts to mitigate harmful or illegal content.70 

 

In OpenAI transparency report, it describes the types of violations it monitors and mitigates.71  

These includes intellectual property misuse, child exploitation, hate, harassment, spam, and 

illegal content. They do try to reduce personal information, however it still persists in certain 

contexts which are not specifed. Furthermore, the report does not address cultural heritage, 

diversity, or potential harms to minorities and communities. Although I could not find any 

transparency report published directly by Mistral AI, the Foundation Model Transparency 

Index (an initiave to evalue LLM transparency) notes that Mistral incorporates measures to 

reduce discrimination and harmful content by filtering hate, violence, and biased material 

related to factors like ethnicity, religion, gender, sexual orientation, and other protected 

characteristics, as well as by removing personally identifiable information.72  

 

 
69 Mistral AI, ‘Our Contribution to a Global Environmental Standard for AI’, Mistral AI, accessed 29 January, 
2026, https://mistral.ai/news/our-contribution-to-a-global-environmental-standard-for-ai. 
70 Foundation Model Transparency Index, Mistral 7B Transparency Report, May 2024 (Stanford Center for 
Research on Foundation Models), accessed 29 January, 2026, https://crfm.stanford.edu/fmti/May-
2024/company-reports/Mistral_Mistral%207B.html; OpenAI, ‘Trust & Transparency’, OpenAI, accessed 27 
January, 2026, https://openai.com/trust-and-transparency/. 
71 OpenAI, ‘Trust & Transparency’.  
72 Foundation Model Transparency Index, Mistral 7B Transparency Report.  
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In regards to OpenAI’s technical transparency, the Foundation Model Transparency Index 

highlights several significant gaps.73 The data used to train the model is not disclosed, nor are 

the methods by which this data is processed. External access to training data is not provided, 

code access remains undisclosed, and the overall development process of the model is largely 

opaque. Furthermore, no detailed account of the stages involved in developing or refining the 

model is available, and no model weights (meaning how the model processes inputs to produce 

outputs) are openly released. Mistral, on the other hand, presents a somewhat different picture. 

It offers access to its API, outlining its model development process, and releases its model 

weights.74 However, Mistral does not disclose the specific training data or the code used to 

train its models, which means the models are considered ‘open weight’ rather than fully open 

source. Across both companies, transparency regarding human agency and oversight remains 

limited. Although OpenAI allows external researchers to report incidents and Mistral AI 

enables third-party evaluation, neither provider clearly explains how human oversight is 

embedded within their development and deployment processes. Nevertheless, both companies 

comply with the European AI Act. 

 

It is also important to acknowledge that many archives lack the necessary resources to apply 

LLMs to extensive collections, not only in terms of workforce numbers and financial capacity 

but also in the specialised knowledge required to assess and use these tools effectively. The 

UNESCO recommendations for the use of AI in the cultural sector also encourages member 

states to promote AI education and digital training for professionals in order to evaluate the 

suitainability of these technologies, as well as to contribute to their design and the 

implementation.75 At the same time, increasing dependence on computationally intensive 

technologies contributes to the environmental footprint of data centres, leading to issues such 

as water scarcity that already affect nearby communities of these centres.76 Therefore, before 

adopting these technologies, archival institutions should assess not only how a potential partner 

will affect their internal workflows and finances, but also the broader impact this partnership 

may have beyond the institution itself. 

 
73 Foundation Model Transparency Index, OpenAI Transparency Report, December 2025 (Stanford Center for 
Research on Foundation Models), accessed 29 January, 2026, https://crfm.stanford.edu/fmti/December-
2025/company-reports/OpenAI_FinalReport_FMTI2025.html. 
74Foundation Model Transparency Index, Mistral 7B Transparency Report.  
75 UNESCO, Recommendation on the Ethics, 16. 
76 United Nations Environment Programme (UNEP), ‘AI Has an Environmental Problem. Here’s What the 
World Can Do About That’, UNEP News and Stories, 13 November 2025, https://www.unep.org/news-and-
stories/story/ai-has-environmental-problem-heres-what-world-can-do-about. 
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Results: Analysis on the Entities Extraction  
 
In terms of extraction quality, clear improvements can be observed. It is now possible to 

retrieve multiple entities within a single field, and the information extracted for each verdict is 

generally richer. Table 3 provides an example of a fully extracted verdict: 
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As illustrated in Table 3, individual people are now separated with a pipe symbol ( | ), making 

it easier to distinguish which pieces of information belong to each person. For example, in the 

field listing the names of the judges (I.I. Ermenius | R.L. Scholten | T. Hemmij), it becomes 

clear that the first judge held the position of Vice-President, while the other two served as 

judges. Altough all the models were capable of doing this, there were different levels of 

performance in each entity. Appendix VI illustrates the error rate for the extraction and 

detection mistakes for each entity in the different models. 

 

In general, both GPT-4o-mini and GPT-5-mini struggled to extract the same entities: case 

number, end date of the crime, accused place of birth, accused age, and profession, verdict and 

punishment, witnesses profession and place of residence, family or social relations, names of 

the judges, position of the judges, legal articles, objects involved in the crime, evidence and 

organisations (see Appendix VI). Even though both models struggled with these entities, they 

differed in the overall quality of the extracted information, with GPT-5-mini performing better. 

For instance, in the Haarlem verdicts, GPT-5-mini produced noticeably more accurate 

Table 3. Example of an extraction of a verdict with GPT-5-mini. 
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extractions and almost no detection errors in categories such as ‘objects involved in the crime’, 

‘evidence’, ‘businesses’ and ‘organisations’. In the ‘organisations’ field, GPT-5-mini showed 

only a 14.3% extraction error rate, while GPT-4o-mini scored a 100% detection error, meaning 

it failed to extract all the organisations mentioned in the records. A similar pattern appears in 

other fields: GPT-4o-mini showed high error rates for ‘objects involved in the crime’ (63.6%) 

and ‘evidence’ (45.8%). GPT-4o-mini was, nevertheless, able to extract all the businesses 

mentioned in the original text without any mistakes. 

 

In fields that allow for more descriptive explanations, such as ‘verdict and punishment’, 

‘location of the crime’ and the ‘summary of up to 150 words’, GPT-5-mini also provided a 

more comprehensive understanding of each case. For example, when identifying the location 

of the crime, the model often included not only the street name and city but also the type of 

place, as can be seen in Table 3 with ‘portaal/woning’ (portal/home). Although GPT-4o-mini 

occasionally offered this level of detail, GPT-5-mini was more consistent and complete overall. 

GPT-5-mini also handled name variations more effectively, showing greater reliability. In my 

sample, I identified two cases where a person’s name appeared with different spellings in the 

verdict. GPT-5-mini successfully captured all of these variants, whereas GPT-4o-mini detected 

only one of the two cases. Both models treated these variants as separate individuals (e.g., ‘Jan 

Mastenhoek | Jan Mastenbroek’), which may still be useful for researchers and genealogists 

attempting to trace the same person across documents. However, because the output currently 

lists each variant separately, they are not yet recognised as a single individual. In the future, 

archives may be able to address this through Linked Data techniques that can connect different 

spellings of a name to the same person. 

 

Regarding the identification of names, there was a clear improvement compared to the first 

phase of the project. All accused individuals in the Haarlem verdicts were correctly extracted, 

whereas the previous phase showed a 20% detection error. Witness names also improved: GPT-

4o-mini still showed a 14.3% detection error, but GPT-5-mini achieved 0%, a significant 

improvement from the earlier 54.3%. The names of injured parties showed the same positive 

change, with both GPT-4o-mini and GPT-5-mini reaching 0% detection error, compared to 

20% in the previous phase. However, identifying relationships between people mentioned in 

the verdicts remains challenging, with a detection error of 25% in the verdicts from Haarlem 

and around 33.3% in the verdicts from Amsterdam when using GPT-5-mini. This issue appears 
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particularly when the text refers to family connections, such as parents of the accused or phrases 

like ‘Maria Hendrika Jansen, widow of Jacob Le Nakerties van der Sar’. 

 

The names of judges were generally detected successfully, although the models do not always 

reproduce them exactly as spelled in the HTR output. This highlights an ongoing challenge in 

how HTR errors shape the LLM’s extraction process. Case numbers, for example, still show a 

high detection error because they are not reliably recognised by HTR (a problem already 

identified in the previous phase of the project). In addition, the models display a broader 

tendency to normalise incorrect or outdated spellings. When encountering HTR typos, both 

GPT-4o-mini and GPT-5-mini consistently adjust the terms to contemporary spelling. For 

example, they correct ‘werkker’ to ‘werkster’ and transform an HTR error such as ‘Jh=r Teding 

van Berkhout’ into ‘Jhr Teding van Berkhout’. This behaviour is problematic for historical 

records, where spelling variations can be important to find back names or specific words.  HTR 

errors also complicate the extraction of legal articles. Many verdicts are written on pre-printed 

forms that include a standard list of articles, some of which are crossed out when they do not 

apply to a specific case. HTR systems are unable to detect these crossed-out elements, which 

results in their inclusion in the txt.file and, subsequently, in the LLM output. This example 

illustrates how errors originating from HTR continue to affect the extraction process.  

 

Another recurring issue observed with GPT-5-mini and GPT-4o-mini is the assumption that 

the address of the police station corresponds to the place of residence of the police officers, 

which naturally introduces inaccuracies into the extracted data relating to the residence of 

police officers. A similar issue concerns the models’ tendency to perform calculations that go 

beyond the information explicitly stated in the source documents. In one instance involving 

GPT-4o-mini, the model calculated an individual’s age based on the date of birth and the date 

of the verdict, while GPT-5-mini did so on three occasions using the recorded age (one of each 

is the verdict represented on Table 3). Although these inferred values were correct, they were 

not explicitly stated in the original verdicts. Furthermore, an issue observed only in the Haarlem 

dataset involves inferential errors related to crime dates. In some cases, the original text states 

that a crime occurred ‘in the previous year’, referring to the year before the verdict. The model 

typically fails to interpret this correctly and instead assigns the crime to the same year as the 

verdict, leading to inaccuracies in the dates. 
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Overall, Mistral produced noticeably more errors. Many individuals mentioned in the verdict 

were either not detected or their names were misspelled. For the fields ‘number of injured 

parties’ and ‘number of witnesses’, the model often returned personal names instead of 

numerical values. It also struggled to break down the crime location into separate components, 

namely the city, street number, and house number, with the location of the crime field often 

ending up as the most complete and detailed instead. The field ‘location of the crime’ would 

generally include more information. The model performed particularly poorly in dates, with a 

33% error rate for extracting the start date of the crime and a 100% extraction error rate for the 

end date of a crime in Haarlem verdicts. In Amsterdam, these issues were similar, with a 40% 

extraction error and an 50% extraction error. Sentence detection was also inconsistent, showing 

a 56% error rate in Haarlem and 40% in Amsterdam. The model also had difficulty identifying 

acquitted cases. Overall, the extracted information was messier and often included unnecessary 

punctuation such as parentheses and quotation marks. 

 

With respect to the ethical principle of diversity, non-discrimination and fairness, a clear 

pattern emerged in the models’ difficulty recognising acquittals. This issue appeared most 

frequently in GPT-4o-mini and Mistral. All models also tended to assume that many verdicts 

included the payment of a fine, even when this section was crossed out in the original 

documents and not captured by the HTR. Another recurring challenge was distinguishing 

between injured persons and witnesses. This is understandable, as these roles often overlap and 

may refer to the same individual. This overlap is evident in the example shown in table 3, where 

the same names appear in both fields. 

 

The extraction results further showed that cases of vagrancy and begging often involved 

individuals from outside the city. Of the three validated vagrancy cases from the Amsterdam 

court, two concerned people born elsewhere. For example, Aaltje Cohen, born in Leeuwarden, 

was recorded as begging in the streets. Nevertheless, a larger sample or analysis of the full 

collection would be required to better confirm whether this reflects the broader pattern noted 

in historical research on the persecution of migrants, as discussed earlier in this report. 

Moreover, the validated samples did not contain any cases of sexual abuse or other forms of 

explicit bias or prosecution of a certain social group as discussed during the interviews. 

However, this absence does not imply that such cases are not present within the broader corpus. 

In future work, AI could be employed to help identify sensitive information and potential 

biases, as will be discussed in the following section.  
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Experiment with Names and Locations (GPT-5-mini) 

 

The experiment focusing specifically on names and locations using GPT-5-mini showed a 

slightly lower extraction error rate overall compared with the broader extraction task performed 

with the same model. The error rate decreased to 3.1% in Haarlem and 4.2% in Amsterdam, 

compared with 4.4%/4.5% in both cities in the previous broader extraction (Table 4). However, 

it is important to note that fewer entities were extracted, and these were also entities that had 

performed better in the larger set in terms of the quality of extraction. As a result, this 

improvement does not indicate a direct performance gain, but rather shows that the model can 

make fewer mistakes when extracting names, roles, and locations. 

 

 

 

In contrast, the detection error rates were higher in the fields of names and locations. In 

Haarlem the field of ‘full name of the people’ and ‘role of the people’ scored 1.1% and 1.2% 

respectively, compared to 0% in the fields of the accused, witnesses, injured parties, and 

judges’ names in the long-list extraction (see Appendix VI). The same tendency was registered 

in Amsterdam, which scored 15.5% in ‘full name of the people’ and 9.7% in ‘role of the people’ 

and higher. This suggests that asking the LLM for names tied to specific roles is more effective 

than asking for all names in general. Regarding locations, the model was largely successful in 

breaking down the crime location, making only one mistake in Amsterdam, where it confused 

the crime scene with the residence of the accused. In contrast, the field ‘location delict other’ 

proved less effective, as the model tended to include various unrelated addresses, such as those 

of police stations, shelters, or the residence of the accused. 

Suggestions for the Future 

 

In this project, a substantial number of entities were successfully extracted, enabling a more 

comprehensive understanding of the court files associated with each inventory number. 

Table 4. Results of the experiment with names and location of the crime. 
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However, the current list of entities could be further expanded by incorporating the judges’ 

considerations of the verdict as well. This incorporation would require a modification to the 

existing prompt. It could also include additional court personnel, such as the court clerk 

(griffier), deputy court clerk (substituut-griffier), public prosecutor (officier van justitie), and 

deputy public prosecutor (substituut-officier van justitie). These roles were excluded from the 

present analysis because the interviews primarily focused on judges rather than on the full 

range of court staff. Although the charged offence can be identified under ‘type of crime’ and 

‘summary’, the distinction between the accusation and the final verdict could have been clearer.  

 

The interviewees also referenced the Proceedings of the Old Bailey database as a useful 

example of a structured court-record system.77 The only element present there but absent from 

this project’s list is the document type. Since this study deals exclusively with court verdicts, 

that information was not needed, but it may be relevant for future projects involving multiple 

document categories. Altogether, these reflections indicate that the list of entities will likely 

need continuous adjustment to accommodate the needs of archival users and the characteristics 

of the collection.  

 

Another aspect that could be improved is the validation process. Although the approach used 

in this project ensured human oversight, it was also extremely time-consuming. If one has to 

validate an entire collection, this task would require a lot of effort from an archivist and can be 

counterproductive. Ideally, archivists should be able to validate outputs more efficiently while 

still maintaining the human oversight necessary to guarantee quality. One possibility is to 

instruct the LLM to validate its own results and highlight potential errors. Literature on the use 

of AI in archives also points to other ways of increasing efficiency, particularly through the 

automatic flagging of sensitive information. For instance, Jaillant and Caputo argue that AI can 

assist archives by detecting sensitive information, allowing archivists to determine which 

records can be made accessible.78 Similarly, Dan Liu describes how the Fujian Provincial 

Archives in China developed an automated audit model that combines optical character 

recognition, natural language processing, machine learning, and expert systems.79 This model 

identifies and flags sensitive terms while supporting automatic archiving through end-to-end 

 
77 The Proceedings of the Old Bailey Online, accessed 5 November, 2025, 
https://www.oldbaileyonline.org/about/gettingstarted. 
78 Jaillant and Caputo, ‘Unlocking Digital Archives’, 824. 
79 Dan Liu, ‘Artificial Intelligence in Archive Management’, Intelligent Information Management 17 (2025): 
105. 
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audit traceability. By filtering out potential biases or privacy risks, such systems can help 

archivists make collections available without endangering or discriminating against any group 

or community. At the same time, archival scholars Michael Moss and Tim Gollins remind us 

that sensitivity is complex and highly dependent on the context in which a document was 

created and used, which poses challenges for fully automating these processes.80 Nevertheless, 

this is precisely where archivists’ expertise remains essential. They can assess how sensitive or 

problematic certain terms may be within their specific contexts, ensuring that archival 

collections are handled with care. 

 

A similar approach could be adopted by other archival institutions by integrating established 

standards into model design, such as Records in Contexts (RiC) for archival description. They 

can also incorporate relevant legal and policy frameworks, including data-protection 

regulations like the General Data Protection Regulation (GDPR), along with a Data Protection 

Impact Assessment (DPIA) to evaluate risks. This would allow information to be extracted 

from archival records not only more quickly but also in compliance with the institutional, legal, 

and ethical frameworks that guide archival practice. 

 

While archives can collaborate with external institutions, an alternative approach would be for 

archives to develop and train models within their own institutions, thereby ensuring 

transparency in both model design and training processes, the material used in training the 

model, and the balance of representation in working groups. However, this option requires 

substantial resources that are not available to most of the archives A potential middle ground 

could be to collaborate with a trusted company that develops a large language model aligned 

with the archive’s values and practices, which the archive can then deploy and run locally 

(similar to the approach tested in this project wiht Mistral). This setup enables the archive to 

keep all data within its own system and prevents the sharing of sensitive materials with third 

parties. However, this approach still requires investment in adequate computational resources, 

such as computers with sufficient RAM to support more advanced models comparable to 

OpenAI’s GPT. 

 

 
80 Michael Moss and Tim Gollins, ‘Our Digital Legacy: An Archival Perspective’, Journal of Contemporary 
Archival Studies 4, no. 2 (2017), 8;  
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Recent projects have also been trying to explore how archival institutions can use AI to 

automate archival descriptions and extract information from all types of collections. The 

project ‘Top op de bodem’, organised by the Koninklijke Vereniging Archiefsector Nederland 

(KVAN), is an example. Collaborators from various archives in the Netherlands are currently 

exploring the possibility of automating the inventory processes through machine learning.81 

Similarly, the international community called Artificial Intelligence for Libraries, Archives, 

and Museums (AI4LAM) also aims to investigate the potential use of artificial intelligence in 

libraries, archives, and museums.82 By strengthening cultural heritage professionals’ technical 

skills and deepening their understanding of AI, large language models can be integrated in 

ways that reinforce, rather than erode, the ethical principles and professional responsibilities at 

the heart of archival practice. 

Conclusion  
 
In this second phase of the Crime Scenes: Datafied project, it was possible to demonstrate both 

the potential and the limitations of using LLMs in the archival workflow by extracting 

structured information from a collection. Building on the foundations created in the first phase, 

this project consolidated a pipeline that guaranteed human oversight with transparency, expand 

the list of extractable entities based on user’s research needs, and improved the capacity of 

extracting data. The results are also very hopeful: GPT-5-mini offered the highest accuracy, 

producing richer and more consistent extractions while substantially reducing both extraction 

and detection errors. GPT-4o-mini also improved compared to earlier outcomes, though it 

remained less accurate, while Mistral proved the least effective and most error-prone. 

 

Despite these improvements, there are still some challenges when implementing language 

models to extract information from documents. HTR errors continue to have a great impact on 

the results extracted by the LLMs, resulting in spelling errors, incorrect detection of numbers 

and undetected sections in the original text. The language models also tend to infer information 

that is not explicitly present in the verdicts. For example, they calculate individuals’ ages or 

assume addresses based on workplaces, despite the prompt’s explicit instruction not to generate 

information that is not supported by the text. This raises concerns about whether one can find 

 
81 KVAN, ‘Pilot Tot op de bodem!’, KVAN, accessed January 21, 2026, https://www.kvan.nl/themas/pilot-tot-
op-de-bodem/. 
82 AI4LAM, AI4LAM (website), accessed 21 January, 2026, https://sites.google.com/view/ai4lam. 
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extracted information fully transparent and trustworthy. Moreover, the models struggled with 

handling acquittals, distinguishing between witnesses and injured parties, and interpreting 

dates that refer to the year preceding the verdict. These issues illustrate the importance of 

maintaining human oversight within AI-assisted archival workflows. 

 

With the growing experimentation in AI and the increasing likelihood of its integration into 

archival practices, there is a clear urgency for archives to develop their own AI guidelines, 

potentially drawing inspiration from frameworks, such as the European Commission’s Ethics 

Guidelines for Trustworthy AI. Establishing such standards is essential to ensure that AI is 

implemented in ways that are consistent with archival values and professional practice. Only 

by grounding their use of AI in clear ethical principles can archives guarantee transparency and 

ensure that users can trust the metadata and data produced. At the same time, archival 

institutions must remain critically aware of the implications of adopting these technologies, 

including the risks of discrimination and bias, the legal and policy requirements surrounding 

personal data and copyrights, and the broader environmental and social impact of 

computational systems. It is equally important to communicate clearly when and where AI 

tools have been applied, enabling users to recognise the limitations or issues that may arise 

from their use, such as those identified in this report.  

 

Looking ahead, archival institutions can either develop and train their own models (ensuring 

greater transparency and control over the technology), or work with external partners whose 

practices and values align with archival ethics. Both options, however, involve both human and 

computational costs and resource demands that may not be feasible for all institutions. For this 

reason, archivists should develop the knowledge needed to understand how these systems 

function internally and to evaluate the reliability of any external partners. Future work might 

also examine how users respond to the integration of AI into archival practice and whether this 

affects their sense of access, trust, and the overall accessibility of archival collections. It would 

also be valuable to test this approach with other archival collections to better understand the 

challenges that may arise with different types of records. Nevertheless, this report demonstrates 

that advanced LLMs can successfully extract information from historical records with 

relatively low detection and extraction error rates, indicating that these tools hold real potential 

for supporting and facilitating archival work. 
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Appendix I 
 
Questions for the general public (genealogists and amateur historians):   

1. In your research, why do (or did) you work with court verdicts? What kind of 
information are you usually looking for in these records?  

• What kind of information is unique to court verdicts — things you can’t find in 
other sources — and what kind of information tends to overlap or repeat in other 
records?  

 
2. What kind of advice did you use give to amateur historians or genealogists to find and 

use these records?  
(Do you first start with other published literature and see in their citation?)  

• How do you approach court verdicts from different time periods? Do you notice 
any major differences between them?  

• Over the years, what kinds of questions do genealogists or amateur historians 
most often ask you about these records?  

3. How do you use this information in your work (as a researcher)? Do you focus more 
on qualitative research (stories, context) or quantitative research (data, numbers)? Or 
both?  

• What kind of outcome or product do you usually create from this research?  

4. Do you think the way archives and their digital systems are structured today limits the 
kind of research you do? If so, why do you think this happened?  

• what do you think can be changed?  

5. Looking at your current research on homosexuality and the law, how do you think legal 
archives can illuminate broader cultural aspects or shifts?   

• What challenges do you usually face when looking for or working with these 
documents?  

6. (Show the list of entities from the previous students and your own version.)  
I would like to ask you to take a look at these entities that we are trying to extract from 
records. Which types of information do you think are most important for your research?  

• Is there anything you feel is missing? Any information that would make the data 
more complete or useful?  
 

7. If we could use AI to automatically extract information from court verdicts, and if it 
proved to be quite accurate, would you (as a researcher and archivist) trust and use that 
information? Why or why not?  

8. From your perspective, what opportunities or risks do you see in using AI to analyse or 
describe court records?  
 

• When you do research in archives, what kinds of concerns do you usually have 
regarding privacy or ethical issues? Do you think using AI and sharing this data 
with a third party, like OpenAI, would be a problem even if the people 
mentioned in the records were over a century old?  
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9. Are there any archives, organisations, or projects that you think set a good example in 
how they provide or present information in court verdicts?  

Questions for researchers:  

1. As a researcher, what initially drew you to explore the court records in the North 
Holland Archive? What kind of information are you usually looking for in these 
records?  

• What kind of information is unique to court verdicts — things you can’t find in 
other sources — and what kind of information tends to overlap or repeat in other 
records?  

2. How do you usually search for court verdicts? (Do you first start with other published 
literature and see in their citation?)  

• What challenges do you usually face when looking for or working with these 
documents?  

• How do you approach court verdicts from different time periods? Do you notice 
any major differences between them?  

• What kind of advice do you give to your students to find and use these records? 
What kind of questions do you get from them?  

 
3. How do you use this information in your work? Do you focus more on qualitative 

research (stories, context) or quantitative research (data, numbers)? Or both?  
• What kind of outcome or product do you usually create from this research?  

4. Do you think the way archives and digital systems are structured today limits the kind 
of research you do or that you could do? If so, how and why do you think that?  

 
5. (Show the list of entities from previous students and your own version.)  

I would like to ask you to look at these entities that we are trying to extract from records. 
Which types of information do you think are most important for your research?  

• Is there anything you feel is missing? Any information that would make the data 
more complete or useful?  
 

6. If we could use AI to automatically extract information from court verdicts, and if it 
proved to be quite accurate, would you (as a researcher) trust and use that information? 
Why or why not?  
 

7. When you do research in archives, what kinds of concerns do you usually have 
regarding privacy or ethical issues?   

• What opportunities or risks do you see in using AI to analyse and describe court 
verdicts?  

8. Are there any archives, organisations, or projects that you think set a good example in 
how they provide or present information about court verdicts?   
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Appendix III 
 
Inventory numbers extracted for the GPT 5-mini, GPT 4-omini, and Mistral: 
 
NL-HlmNHA_452_384 (1910) 
NL-HlmNHA_452_364 (1900) 
NL-HlmNHA_452_346 (1890) 
NL-HlmNHA_452_336 (1880) 
NL-HlmNHA_452_325 (1870) 
NL-HlmNHA_452_315 (1860) 
NL-HlmNHA_452_306 (1851) 
NL-HlmNHA_452_296 (1841) 
 
NL-HlmNHA_198_228 (1910) 
NL-HlmNHA_198_177 (1900) 
NL-HlmNHA_198_146 (1890) 
NL-HlmNHA_198_116 (1880) 
NL-HlmNHA_198_86 (1870) 
NL-HlmNHA_198_56 (1860) 
NL-HlmNHA_198_31 (1850) 
NL-HlmNHA_198_7 (1840) 
 
 
Inventory numbers used for the experiment with names and locations: 
 
NL-HlmNHA_198_228 (1910) 
NL-HlmNHA_198_177 (1900) 
NL-HlmNHA_198_146 (1890) 
NL-HlmNHA_198_56 (1860) 
NL-HlmNHA_198_7 (1840) 
 
NL-HlmNHA_452_384 (1910) 
NL-HlmNHA_452_364 (1900) 
NL-HlmNHA_452_346 (1890) 
NL-HlmNHA_452_315 (1860) 
NL-HlmNHA_452_296 (1841) 
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Appendix IV 
 
This table presents an analysis of the entities identified in the court verdicts. The entities 

highlighted in yellow represent those added to the initial list from the previous phase of the 

project. Entities marked in red indicate elements that may be excluded in future work due to 

their low representation in the records. However, they were retained in the final list to assess 

whether large language models (LLMs) are still capable of extracting them. Entities highlighted 

in light blue show notable variation across different periods, with their occurrence ranging from 

relatively low to relatively high percentages. 

 

 

 

 

 

 

 

 

Does it make sense to 
extract?

Haarlem 1920 (NL-
HlmNHA_452_407)

Amsterdam 1920 (NL-
HlmNHA_198_228)

Haarlem 1870 (NL-
HlmNHA_452_325)

Amsterdam 1870 (NL-
HlmNHA_198_86)Inventory number

20202020Number of verdicts analysed 
Yes100%100%100%100%Verdict number

Yes100%100%100%95%Delict soort
Yes100%100%100%100%Datum_verdict
Yes100%90%100%95%Datum_ delict
Yes100%90%90%95%Locatie_delict
Yes100%100%100%100%Gevangenisstraf/Sentence
Yes100%100%100%100%Gedaagde_volledige naam
Yes30%30%10%25%Meer dan één gedaagde
Yes100%95%100%85%Gedaagde_beroep
Yes100%100%100%95%Gedaagde_woonplaats
Yes100%100%100%85%Gedaagde_geboorteplaats
Yes0%55%95%85%Gedaadge_leeftijd

Yes - except early verdicts95%10%10%0%Gedaagde_geboortedatum

Yes100% 
(not fully written)

100% 
(not fully written)

100%
(10% is not fully written)

95%
(20% is not fully written)

Wetsartikelen

Yes30%50%50%30%Benadeelde_volledige naam**
No5%0%5%0%Benadeelde_leeftijd
Yes10%5%***6%***5%Benadeelde_beroep
No5%***5%5%0%Benadeelde_woonplaats
Yes55%70%60%45%

(25% without a name)
Getuige_volledige naam****

No5%0%0%0%Getuige_leeftijd
Yes0%35%30%***0%Getuige_beroep
Yes0%15%5%***0%Getuige_woonplaats
Yes30%50%40%35%Meer dan één getuige
Yes10%40%40%15%Relaties met andere mensen
Yes90%100%100%100%Namen van de rechters
Yes85%100%100%100%Functies van de rechters
Yes15%0%30%60%Politieagenten*****

Yes65%30%45%30%Voorwerpen die bij het misdrijf 
betrokken zijn/bewijsmateriaal

Yes15%40%30%20%Bedrijven/instellingen
Yes; however, it is very 

difficult to identify this due 
to HTR errors

20%55%0%5%
Apel/cassatie (different levels of the court)
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Appendix V 
 
Prompt used with GPT-5-mini and GPT-4o-mini: 
 
PROMPT_TEMPLATE = """ 
Haal de volgende informatie uit onderstaand vonnis en geef deze terug als een JSON-
object. 
Als een gegeven niet in het vonnis voorkomt, vul dan 'N/B' in (Niet Beschikbaar). 
Zorg ervoor dat het resultaat geldig JSON is en geen extra tekst bevat buiten het 
JSON-object. 
 
BELANGRIJK OVER MEERDERE ENTITEITEN: 
- Als er meer dan één entiteit in een categorie voorkomt (bijv. personen, 
gedaagden, benadeelden, getuigen, rechters, bedrijven, organisaties, voorwerpen, 
soorten voedsel, locaties, etc.), 
  zet alle waarden in één string en scheid de entiteiten met een pipe-symbool (|). 
  Bijvoorbeeld: "Entiteit 1 | Entiteit 2 | Entiteit 3". 
- Gebruik ALTIJD hetzelfde scheidingsteken: " | " (pipe met spaties ervoor en 
erna). 
- Voorbeelden: 
  - "Gedaagde_volledige naam": "Jan Jansen | Piet Pieters" 
  - "Benadeelde_volledige naam": "Anna de Vries | Klaas Bakker" 
  - "Bedrijven / organisaties": "Supermarkt X | Restaurant Y | BV Z" 
  - "Voorwerpen die bij het misdrijf betrokken zijn / Bewijsmateriaal": "mes | 
mobiele telefoon | jas" 
- Als er per categorie meerdere eigenschappen zijn (bijv. naam en leeftijd), zorg 
dan dat de volgorde per veld consistent is. 
  Bijvoorbeeld: de eerste naam hoort bij de eerste leeftijd, de tweede naam bij de 
tweede leeftijd, enz. 
  - "Gedaagde_volledige naam": "Jan Jansen | Piet Pieters" 
  - "Gedaagde_leeftijd": "34 | 28" 
- Als je voor sommige entiteiten een eigenschap niet weet, zet op die positie 
'N/B', bijvoorbeeld: 
  - "Gedaagde_leeftijd": "34 | N/B | 52" 
 
JSON-sjabloon (gebruik dit als structuur, maar vul de waarden in): 
 
{ 
  "Scannummer": "N/B", 
  "Rechtbank": "N/B", 
  "Vonnisnummer": "N/B", 
  "Rolnummer": "N/B", 
  "Vonnisdatum in het format JJJJ-MM-DD": "N/B", 
  "Vonnis in vijf trefwoorden": "N/B", 
  "Samenvatting in maximaal 150 woorden": "N/B", 
  "Locatie delict": "N/B", 
  "Datum delict_start in het format JJJJ-MM-DD": "N/B", 
  "Datum delict_end in het format JJJJ-MM-DD": "N/B", 
  "Delict soort": "N/B", 
  "Gedaagde_volledige naam": "N/B", 
  "Gedaagde_geboortedatum in het format JJJJ-MM-DD": "N/B",  
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  "Gedaagde_geboorteplaats": "N/B", 
  "Gedaagde_leeftijd": "N/B", 
  "Gedaagde_beroep": "N/B", 
  "Gedaagde_woonplaats": "N/B", 
  "Gedaagde_Strafmaat": "N/B", 
  "Aantal_gedaagden": "N/B", 
  "Benadeelde_volledige naam": "N/B", 
  "Benadeelde_geboorteplaats": "N/B", 
  "Benadeelde_geboortedatum in het format JJJJ-MM-DD": "N/B", 
  "Benadeelde_leeftijd": "N/B", 
  "Benadeelde_beroep": "N/B", 
  "Benadeelde_woonplaats": "N/B", 
  "Aantal_benadeelden": "N/B", 
  "Getuige_volledige naam": "N/B", 
  "Getuige_voornaam": "N/B", 
  "Getuige_geboorteplaats": "N/B", 
  "Getuige_geboortedatum in het format JJJJ-MM-DD": "N/B", 
  "Getuige_leeftijd": "N/B", 
  "Getuige_beroep": "N/B", 
  "Getuige_woonplaats": "N/B", 
  "Aantal_getuigen": "N/B", 
  "Familie relaties tussen personen": "N/B", 
  "Namen van de rechters": "N/B", 
  "Functies van de rechters": "N/B", 
  "Wetsartikelen": "N/B", 
  "Voorwerpen die bij het misdrijf betrokken zijn":"N/B", 
  "Bewijsmateriaal": "N/B", 
  "Bedrijven": "N/B", 
  "Organisaties": "N/B", 
} 
 
English translation: 
 
PROMPT_TEMPLATE = """ 
Extract the following information from the judgment below and return it as a JSON 
object. 
If an item is not mentioned in the judgment, fill in 'N/A' (Not Available). 
Ensure that the result is valid JSON and does not contain any extra text outside 
the JSON object. 
 
IMPORTANT ABOUT MULTIPLE ENTITIES: 
If more than one entity appears in a category (e.g., persons, accused people, 
injured parties, witnesses, judges, businesses, organisations, objects, types of 
food, locations, etc.), 
put all values in one string and separate the entities with a pipe symbol (|). 
For example: "Entity 1 | Entity 2 | Entity 3". 
ALWAYS use the same delimiter: " | " (pipe with spaces before and after). 
Examples: 
"Accused_full name": "Jan Jansen | Piet Pieters" 
"InjuredParty_full name": "Anna de Vries | Klaas Bakker" 
"Businesses / organizations": "Supermarket X | Restaurant Y | BV Z" 
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"Objects involved in the crime / Evidence": "knife | mobile phone | coat" 
If a category has multiple properties (e.g., name and age), ensure that the order 
of values is consistent across fields. 
For example: the first name corresponds to the first age, the second name to the 
second age, etc. 
"Accused_full name": "Jan Jansen | Piet Pieters" 
"DAccused_age": "34 | 28" 
If you do not know a property for some entities, place 'N/A' in that position, for 
example: 
"Defendant_age": "34 | N/A | 52" 
JSON template (use this as structure, but fill in the values): 
{ 
"Scan number": "N/A", 
"Court": "N/A", 
"Verdict number": "N/A", 
"Case number": "N/A", 
"Verdict date in the format YYYY-MM-DD": "N/A", 
"Verdict in five keywords": "N/A", 
"Summary in max 150 words": "N/A", 
"Crime_location": "N/A", 
"Crime_date_start in the format YYYY-MM-DD": "N/A", 
"Crime_date_end in the format YYYY-MM-DD": "N/A", 
"Crime_type": "N/A", 
"Accused_full name": "N/A", 
"Accused_date of birth in the format YYYY-MM-DD": "N/A", 
"Accused_place of birth": "N/A", 
"Accused_age": "N/A", 
"Accused_occupation": "N/A", 
"Accused_residence": "N/A", 
"Accused_sentence": "N/A", 
"Number_of_accused people": "N/A", 
"InjuredParty_full name": "N/A", 
"InjuredParty_place of birth": "N/A", 
"InjuredParty_date of birth in the format YYYY-MM-DD": "N/A", 
"InjuredParty_age": "N/A", 
"InjuredParty_occupation": "N/A", 
"InjuredParty_residence": "N/A", 
"Number_of_injured parties": "N/A", 
"Witness_full name": "N/A", 
"Witness_first name": "N/A", 
"Witness_place of birth": "N/A", 
"Witness_date of birth in the format YYYY-MM-DD": "N/A", 
"Witness_age": "N/A", 
"Witness_occupation": "N/A", 
"Witness_residence": "N/A", 
"Number_of_witnesses": "N/A", 
"Family relations between persons": "N/A", 
"Names of the judges": "N/A", 
"Position of the judges": "N/A", 
"Law articles": "N/A", 
"Objects involved in the crime": "N/A", 
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"Evidence": "N/A", 
"Businesses": "N/A", 
"Organisations": "N/A", 
} 
 
 
Prompt used with Mistral: 
 
PROMPT_TEMPLATE = """ 
Haal de volgende informatie uit onderstaand vonnis en geef deze terug als een JSON-
object. 
Als een gegeven niet in het vonnis voorkomt, vul dan 'N/B' in (Niet Beschikbaar). 
Zorg ervoor dat het resultaat geldig JSON is en geen extra tekst bevat buiten het 
JSON-object. 
 
BELANGRIJK OVER MEERDERE ENTITEITEN: 
Als een categorie meerdere entiteiten bevat, zet alle waarden in één string, 
gescheiden met " | ". 
Voorbeelden: "Jan Jansen | Piet Pieters", "mes | jas", "BV X | BV Y". 
 
Bij categorieën met meerdere eigenschappen (bv. naam + rol) moet de volgorde per 
positie overeenkomen. 
Ontbrekende waarde op een positie: "N/B". 
 
JSON-sjabloon (gebruik dit als structuur, maar vul de waarden in): 
 
{ 
    "Scannummer": "N/B", 
    "Rechtbank": "N/B", 
    "Vonnisnummer": "N/B", 
    "Vonnisdatum in het format JJJJ-MM-DD": "N/B", 
    "Personen": "N/B", 
    "Rol van de personen": "N/B", 
    "Delict soort": "N/B", 
    "Datum delict_start in het format JJJJ-MM-DD": "N/B", 
    "Datum delict_end in het format JJJJ-MM-DD": "N/B", 
    "Locatie delict": "N/B", 
    "Locatie delict_plaats": "N/B", 
    "Locatie delict_straatnaam": "N/B", 
    "Locatie delict_huisnummer": "N/B", 
    "Aantal_gedaagden": "N/B", 
    "Aantal_benadeelden": "N/B", 
    "Aantal_getuigen": "N/B", 
    "Gedaagde_Strafmaat": "N/B", 
} 
     
English translation: 
 
PROMPT_TEMPLATE = """ 
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Extract the following information from the judgment below and return it as a JSON 
object. 
If a piece of information does not appear in the judgment, fill in 'N/A' (Not 
Available). 
Ensure that the result is valid JSON and contains no extra text outside the JSON 
object. 

IMPORTANT ABOUT MULTIPLE ENTITIES: 
If a category contains multiple entities, place all values in one string, separated 
by " | ". 
Examples: "Jan Jansen | Piet Pieters", "knife | coat", "Company X | Company Y". 

For categories with multiple properties (e.g., name + role), the order of values 
must match by position. 
Missing value in a given position: "N/A". 

JSON template (use this as a structure, but fill in the values): 

{ 
"Scan number": "N/A", 
"Court": "N/A", 
"Verdict number": "N/A", 
"Verdict date in the format YYYY-MM-DD": "N/A", 
"Persons": "N/A", 
"Role of the persons": "N/A", 
"Type of crime": "N/A", 
"Crime date_start in the format YYYY-MM-DD": "N/A", 
"Crime date_end in the format YYYY-MM-DD": "N/A", 
"Crime location": "N/A", 
"Crime location_city": "N/A", 
"Crime location_street name": "N/A", 
"Crime location_house number": "N/A", 
"Number_of_accused people": "N/A", 
"Number_of_injured parties": "N/A", 
"Number_of_witnesses": "N/A", 
"Defendant_sentence": "N/A", 
} 

 
 
 
Python code for spltting verdicts from the court of Amsterdam: 
 
!pip3 install thefuzz 
 
!pip3 install natsort 
 
 
import os 
import csv 
import pandas as pd 
from thefuzz import fuzz 
from natsort import natsorted  # For human-like sorting 
 
def split_lines(input_file, split_phrase, threshold=80, verdict_num=0): 
    data = [] 
    with open(input_file, 'r', encoding='Latin-1') as f: 
        lines = f.readlines() 
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    line_number = 0 
    for line in lines: 
        line_number += 1 
        if fuzz.partial_ratio(split_phrase.lower(), line.lower()) >= threshold: 
            verdict_num += 1 
        data.append([verdict_num, os.path.basename(input_file).strip(), line_number, line.strip()]) 
 
    return data, verdict_num 
 
def split_files(folder_path, split_phrase, threshold=80, verdict_num=0): 
    # Get and sort files in natural order 
    files = natsorted(os.listdir(folder_path)) 
    data = [] 
 
    output_folder = os.path.join(folder_path, 'output') 
    os.makedirs(output_folder, exist_ok=True)  # Make sure output folder exists 
    output_csv_name = 'verdict_output.csv' 
    output_csv_path = os.path.join(output_folder, output_csv_name) 
 
    for file in files: 
        file_path = os.path.join(folder_path, file) 
 
        # Skip directories and non-txt files 
        if not os.path.isfile(file_path): 
            continue 
        if file.lower().endswith('.csv'): 
            continue  # Skip CSVs including output 
 
        # Process valid file 
        file_data, verdict_num = split_lines(file_path, split_phrase, threshold=threshold, verdict_num=verdict_num) 
        data.extend(file_data) 
 
    # Save output CSV 
    with open(output_csv_path, 'w', newline='', encoding='Latin-1') as f: 
        writer = csv.writer(f) 
        writer.writerow(["Verdict", "Page Name", "Serial Number", "Line"]) 
        writer.writerows(data) 
 
    # Load into DataFrame 
    df = pd.DataFrame(data, columns=["Verdict", "Page Name", "Serial Number", "Line"]) 
    print(f"CSV file saved at: {output_csv_path}") 
    return df 
 
def folder_to_csv(): 
    folder_path = input("Enter the folder path: ").strip() 
    split_phrase = input("Enter the phrase to split: ").strip() 
    threshold = int(input("Enter threshold for fuzzy matching (e.g., 80): ").strip()) 
 
    df = split_files(folder_path, split_phrase, threshold=threshold, verdict_num=0) 
    return df 
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if __name__ == "__main__": 
    df = folder_to_csv() 
    display(df.head()) 
 
 
Python code for splitting verdicts from the court of Haarlem: 
 
!pip3 install thefuzz 
 
!pip3 install natsort 
 
import os 
import csv 
import pandas as pd 
from thefuzz import fuzz 
from natsort import natsorted  # For human-like sorting 
 
def split_lines(input_file, split_phrase, threshold=80, verdict_num=0): 
    data = [] 
    with open(input_file, 'r', encoding='latin-1') as f: 
        lines = f.readlines() 
 
    line_number = 0 
    for line in lines: 
        line_number += 1 
        if fuzz.partial_ratio(split_phrase.lower(), line.lower()) >= threshold: 
            verdict_num += 1 
        data.append([verdict_num, os.path.basename(input_file).strip(), line_number, line.strip()]) 
 
    return data, verdict_num 
 
def split_files(folder_path, split_phrase, threshold=80, verdict_num=0): 
    # Get and sort files in natural order 
    files = natsorted(os.listdir(folder_path)) 
    data = [] 
 
    output_folder = os.path.join(folder_path, 'output') 
    os.makedirs(output_folder, exist_ok=True)  # Make sure output folder exists 
    output_csv_name = 'verdict_output.csv' 
    output_csv_path = os.path.join(output_folder, output_csv_name) 
 
    for file in files: 
        file_path = os.path.join(folder_path, file) 
 
        # Skip directories and non-txt files 
        if not os.path.isfile(file_path): 
            continue 
        if file.lower().endswith('.csv'): 
            continue  # Skip CSVs including output 
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        # Process valid file 
        file_data, verdict_num = split_lines(file_path, split_phrase, threshold=threshold, verdict_num=verdict_num) 
        data.extend(file_data) 
 
    # Save output CSV 
    with open(output_csv_path, 'w', newline='', encoding='latin-1') as f: 
        writer = csv.writer(f) 
        writer.writerow(["Verdict", "Page Name", "Serial Number", "Line"]) 
        writer.writerows(data) 
 
    # Load into DataFrame 
    df = pd.DataFrame(data, columns=["Verdict", "Page Name", "Serial Number", "Line"]) 
    print(f"CSV file saved at: {output_csv_path}") 
    return df 
 
def folder_to_csv(): 
    folder_path = input("Enter the folder path: ").strip() 
    split_phrase = input("Enter the phrase to split: ").strip() 
    threshold = int(input("Enter threshold for fuzzy matching (e.g., 80): ").strip()) 
 
    df = split_files(folder_path, split_phrase, threshold=threshold, verdict_num=0) 
    return df 
 
if __name__ == "__main__": 
    df = folder_to_csv() 
    display(df.head()) 
 
 
 
Ste-by-step explanation of the code for the splitting: 
 
BEGIN 
 
IMPORT required libraries 
    - os, csv, pandas 
    - thefuzz (fuzzy matching) 
    - natsort (natural filename sorting) 
 
READ all text files in a folder 
SCAN each file line-by-line 
START a new ‘Verdict’ number whenever a split phrase is detected (fuzzy match) 
WRITE all lines to a single CSV with: 
    Verdict | Page Name | Serial Number | Line 
 
DEFINE FUNCTION split_lines(input_file, split_phrase, threshold, verdict_num) 
 
OPEN text file (encoding = Latin-1) 
READ all lines 
 
SET line_number = 0 
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FOR each line in file: 
    line_number += 1 
 
    IF fuzzy match(line, split_phrase) >= threshold: 
        verdict_num += 1          # start a new verdict section 
 
    APPEND row to output list: 
        [verdict_num, filename, line_number, cleaned_line] 
 
RETURN: 
    - rows for this file 
    - updated verdict_num (so numbering continues into next file) 
 
DEFINE FUNCTION split_files(folder_path, split_phrase, threshold, verdict_num) 
 
LIST all items in folder 
SORT filenames in natural/human order (natsorted) 
 
CREATE output folder: folder_path/output 
SET output_csv_path = folder_path/output/verdict_output.csv 
 
FOR each item in sorted list: 
    BUILD file_path 
 
    SKIP if item is not a file (directory) 
    SKIP if item ends with .csv (avoid re-processing outputs) 
 
    CALL split_lines(file_path, split_phrase, threshold, verdict_num) 
    EXTEND global data list with returned rows 
    UPDATE verdict_num to keep counting across files 
 
WRITE CSV file (encoding = Latin-1): 
    HEADER: Verdict, Page Name, Serial Number, Line 
    ROWS: all collected rows 
 
LOAD results into a pandas DataFrame 
PRINT where CSV was saved 
RETURN DataFrame 
 
DEFINE FUNCTION folder_to_csv() 
 
ASK user for: 
    - folder_path 
    - split_phrase 
    - threshold 
 
CALL split_files(...) with verdict_num starting at 0 
RETURN resulting DataFrame 
 
RUN SCRIPT 
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IF executed as main program: 
    df = folder_to_csv() 
    DISPLAY first rows (df.head()) 
 
END 
 

 
 
Python code for extracting entities with GPT-4o-mini: 
 
import os 
import asyncio 
import json 
import re 
import time 
import random 
import pandas as pd 
from openai import AsyncOpenAI 
 

# CONFIGURATION 
 

# Best practice: set in notebook with: 
#   %env OPENAI_API_KEY=sk-... 
# Insert your OpenAI API key here 
OPENAI_API_KEY = "..." # Put your OpenAI API key here 
if not OPENAI_API_KEY.startswith("sk-"): 
    raise ValueError("OPENAI_API_KEY is not set or invalid. Set %env 
OPENAI_API_KEY=... or paste it in the code.") 
 
async_client = AsyncOpenAI(api_key=OPENAI_API_KEY) 
 
# Insert the model 
MODEL_NAME = "gpt-4o-mini" # Make sure that it is gpt 4o-mini 
 
INPUT_CSV_PATH = "…" 
PROGRESS_CSV_PATH = "…" 
FINAL_CSV_PATH = "…" 
 
CONCURRENCY = 6          # parallel verdicts; adjust if you hit rate limits 
SAVE_EVERY = 20          # save partial results every N verdicts 
MAX_CHARS_PER_VERDICT = None  # None = no trimming (max accuracy). Set e.g. 20000 
to trim very long texts. 
 

# LOAD AND PREPARE DATA 
 

df = pd.read_csv(INPUT_CSV_PATH, encoding="latin-1") 



 56 

df = df[df["Line"].notna() & (df["Line"].str.strip() != "")] 
df_grouped = ( 
    df.groupby("Verdict") 
      .agg({"Line": lambda x: "\n".join(x.astype(str)), "Page Name": "first"}) 
      .reset_index() 
) 
print(f"Totaal aantal vonnissen te verwerken: {len(df_grouped)}") 
 

# FIELDS + PROMPT TEMPLATE (from old accurate code) 
 

FIELDS = [ 
    "Scannummer", 
    "Rechtbank", 
    "Vonnisnummer", 
    "Rolnummer", 
    "Vonnisdatum in het format JJJJ-MM-DD", 
    "Vonnis in vijf trefwoorden", 
    "Samenvatting in maximaal 150 woorden", 
    "Locatie delict", 
    "Datum delict_start in het format JJJJ-MM-DD", 
    "Datum delict_end in het format JJJJ-MM-DD", 
    "Delict soort", 
    "Gedaagde_volledige naam", 
    "Gedaagde_geboortedatum in het format JJJJ-MM-DD", 
    "Gedaagde_geboorteplaats", 
    "Gedaagde_leeftijd", 
    "Gedaagde_beroep", 
    "Gedaagde_woonplaats", 
    "Gedaagde_Strafmaat", 
    "Aantal_gedaagden", 
    "Benadeelde_volledige naam", 
    "Benadeelde_geboorteplaats", 
    "Benadeelde_geboortedatum in het format JJJJ-MM-DD", 
    "Benadeelde_leeftijd", 
    "Benadeelde_beroep", 
    "Benadeelde_woonplaats", 
    "Aantal_benadeelden", 
    "Getuige_volledige naam", 
    "Getuige_voornaam", 
    "Getuige_geboorteplaats", 
    "Getuige_geboortedatum in het format JJJJ-MM-DD", 
    "Getuige_leeftijd", 
    "Getuige_beroep", 
    "Getuige_woonplaats", 
    "Aantal_getuigen", 
    "Familie relaties tussen personen", 
    "Namen van de rechters", 
    "Functies van de rechters", 
    "Wetsartikelen", 



 57 

    "Voorwerpen die bij het misdrijf betrokken zijn", 
    "Bewijsmateriaal", 
    "Bedrijven",  
    "Organisaties", 
] 
 
PROMPT_TEMPLATE = """ 
Haal de volgende informatie uit onderstaand vonnis en geef deze terug als een JSON-
object. 
Als een gegeven niet in het vonnis voorkomt, vul dan 'N/B' in (Niet Beschikbaar). 
Zorg ervoor dat het resultaat geldig JSON is en geen extra tekst bevat buiten het 
JSON-object. 
 
BELANGRIJK OVER MEERDERE ENTITEITEN: 
- Als er meer dan één entiteit in een categorie voorkomt (bijv. personen, 
gedaagden, benadeelden, getuigen, rechters, bedrijven, organisaties, voorwerpen, 
soorten voedsel, locaties, etc.), 
  zet alle waarden in één string en scheid de entiteiten met een pipe-symbool (|). 
  Bijvoorbeeld: "Entiteit 1 | Entiteit 2 | Entiteit 3". 
- Gebruik ALTIJD hetzelfde scheidingsteken: " | " (pipe met spaties ervoor en 
erna). 
- Voorbeelden: 
  - "Gedaagde_volledige naam": "Jan Jansen | Piet Pieters" 
  - "Benadeelde_volledige naam": "Anna de Vries | Klaas Bakker" 
  - "Bedrijven / organisaties": "Supermarkt X | Restaurant Y | BV Z" 
  - "Voorwerpen die bij het misdrijf betrokken zijn / Bewijsmateriaal": "mes | 
mobiele telefoon | jas" 
- Als er per categorie meerdere eigenschappen zijn (bijv. naam en leeftijd), zorg 
dan dat de volgorde per veld consistent is. 
  Bijvoorbeeld: de eerste naam hoort bij de eerste leeftijd, de tweede naam bij de 
tweede leeftijd, enz. 
  - "Gedaagde_volledige naam": "Jan Jansen | Piet Pieters" 
  - "Gedaagde_leeftijd": "34 | 28" 
- Als je voor sommige entiteiten een eigenschap niet weet, zet op die positie 
'N/B', bijvoorbeeld: 
  - "Gedaagde_leeftijd": "34 | N/B | 52" 
 
JSON-sjabloon (gebruik dit als structuur, maar vul de waarden in): 
 
{ 
  "Scannummer": "N/B", 
  "Rechtbank": "N/B", 
  "Vonnisnummer": "N/B", 
  "Rolnummer": "N/B", 
  "Vonnisdatum in het format JJJJ-MM-DD": "N/B", 
  "Vonnis in vijf trefwoorden": "N/B", 
  "Samenvatting in maximaal 150 woorden": "N/B", 
  "Locatie delict": "N/B", 
  "Datum delict_start in het format JJJJ-MM-DD": "N/B", 
  "Datum delict_end in het format JJJJ-MM-DD": "N/B", 
  "Delict soort": "N/B", 
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  "Gedaagde_volledige naam": "N/B", 
  "Gedaagde_geboortedatum in het format JJJJ-MM-DD": "N/B",  
  "Gedaagde_geboorteplaats": "N/B", 
  "Gedaagde_leeftijd": "N/B", 
  "Gedaagde_beroep": "N/B", 
  "Gedaagde_woonplaats": "N/B", 
  "Gedaagde_Strafmaat": "N/B", 
  "Aantal_gedaagden": "N/B", 
  "Benadeelde_volledige naam": "N/B", 
  "Benadeelde_geboorteplaats": "N/B", 
  "Benadeelde_geboortedatum in het format JJJJ-MM-DD": "N/B", 
  "Benadeelde_leeftijd": "N/B", 
  "Benadeelde_beroep": "N/B", 
  "Benadeelde_woonplaats": "N/B", 
  "Aantal_benadeelden": "N/B", 
  "Getuige_volledige naam": "N/B", 
  "Getuige_voornaam": "N/B", 
  "Getuige_geboorteplaats": "N/B", 
  "Getuige_geboortedatum in het format JJJJ-MM-DD": "N/B", 
  "Getuige_leeftijd": "N/B", 
  "Getuige_beroep": "N/B", 
  "Getuige_woonplaats": "N/B", 
  "Aantal_getuigen": "N/B", 
  "Familie relaties tussen personen": "N/B", 
  "Namen van de rechters": "N/B", 
  "Functies van de rechters": "N/B", 
  "Wetsartikelen": "N/B", 
  "Voorwerpen die bij het misdrijf betrokken zijn":"N/B", 
  "Bewijsmateriaal": "N/B", 
  "Bedrijven": "N/B", 
  "Organisaties": "N/B", 
} 
 
Vonnistekst: 
""" 
 
SYSTEM_MSG = "Je bent een AI die gestructureerde gegevens uit Nederlandse vonnissen 
haalt en uitsluitend JSON retourneert." 
 

# HELPER FUNCTIONS 
 

def maybe_trim_text(txt: str, max_chars: int | None = MAX_CHARS_PER_VERDICT) -> 
str: 
    """Optionally trim very long verdicts to avoid huge latencies; keep head and 
tail.""" 
    if max_chars is None: 
        return txt 
    if len(txt) <= max_chars: 
        return txt 
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    half = max_chars // 2 
    return txt[:half] + "\n...\n" + txt[-half:] 
 

async def call_with_retry(messages, timeout=60, max_retries=3): 
    """Call the chat API with simple retries and exponential backoff.""" 
    for attempt in range(max_retries): 
        try: 
            return await async_client.chat.completions.create( 
                model=MODEL_NAME, 
                messages=messages, 
                temperature=0, 
                max_completion_tokens=900, 
                timeout=timeout, 
            ) 
        except Exception as e: 
            sleep_s = (2 ** attempt) + random.uniform(0, 0.5) 
            print(f"Retry {attempt + 1}/{max_retries} after error: {e} (sleep 
{sleep_s:.1f}s)") 
            await asyncio.sleep(sleep_s) 
    raise RuntimeError("Exceeded max retries") 
 

async def extract_information_async(verdict_text, scannummer="Onbekend", 
vonnisnummer="Onbekend"): 
    """Async version of extract_information, with the same prompt style.""" 
    try: 
        content = PROMPT_TEMPLATE + maybe_trim_text(verdict_text) 
        messages = [ 
            {"role": "system", "content": SYSTEM_MSG}, 
            {"role": "user", "content": content}, 
        ] 
        resp = await call_with_retry(messages) 
        response_text = resp.choices[0].message.content.strip() 
 
        json_match = re.search(r"\{[\s\S]*\}", response_text) 
        if json_match: 
            json_str = json_match.group(0) 
            parsed = json.loads(json_str) 
        else: 
            print(f"\nGeen JSON-object gevonden in respons van vonnis 
{vonnisnummer}") 
            print("Respons (eerste 300 chars):\n", response_text[:300]) 
            parsed = {} 
 
        # Add scan and verdict numbers (override if present) 
        parsed["Scannummer"] = scannummer 
        parsed["Vonnisnummer"] = vonnisnummer 
 
        # Ensure all expected fields exist with 'N/B' 
        for k in FIELDS: 
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            parsed.setdefault(k, "N/B") 
 
        return parsed 
 
    except Exception as e: 
        print(f"\nFout bij extractie van vonnis {vonnisnummer} (Scan: 
{scannummer})") 
        print(f"Foutmelding: {e}") 
        return { 
            "Scannummer": scannummer, 
            "Vonnisnummer": vonnisnummer, 
            **{k: "N/B" for k in FIELDS if k not in ("Scannummer", 
"Vonnisnummer")}, 
        } 
 

async def process_all_async(df_subset, concurrency=CONCURRENCY, 
save_every=SAVE_EVERY, out_path=PROGRESS_CSV_PATH): 
    """Process all verdicts concurrently with simple text progress + periodic 
saving.""" 
    sem = asyncio.Semaphore(concurrency) 
    results_map = {} 
 
    async def worker(idx, row): 
        async with sem: 
            return idx, await extract_information_async(row["Line"], row["Page 
Name"], row["Verdict"]) 
 
    tasks = [asyncio.create_task(worker(idx, row)) for idx, row in 
df_subset.iterrows()] 
 
    total = len(tasks) 
    completed = 0 
    print(f"Start verwerking van {total} vonnissen...") 
 
    for coro in asyncio.as_completed(tasks): 
        idx, res = await coro 
        results_map[idx] = res 
        completed += 1 
 
        # Simple progress print 
        if completed % 5 == 0 or completed == total: 
            print(f"Verwerkt: {completed}/{total} vonnissen", flush=True) 
 
        if completed % save_every == 0: 
            pd.DataFrame(list(results_map.values())).to_csv(out_path, 
encoding="utf-8", index=False) 
            print(f"Voortgang opgeslagen na {completed} vonnissen → {out_path}") 
 
    ordered_results = [results_map[idx] for idx in df_subset.index] 
    return ordered_results 



 61 

 
 

# RUN EVERYTHING (Jupyter) 
 

start_time = time.time() 
 
extracted_data = await process_all_async( 
    df_grouped, 
    concurrency=CONCURRENCY, 
    save_every=SAVE_EVERY, 
    out_path=PROGRESS_CSV_PATH, 
) 
 
df_result = pd.DataFrame(extracted_data) 
df_result.to_csv(FINAL_CSV_PATH, encoding="utf-8", index=False) 
 
total_time = time.time() - start_time 
avg_time = total_time / max(1, len(df_grouped)) 
 
print(f"\n Klaar! Totale tijd: {total_time/60:.1f} minuten") 
print(f"Gemiddelde tijd per vonnis: {avg_time:.1f} seconden") 
print(f"Resultaten opgeslagen in: {FINAL_CSV_PATH}") 
 
df_result.head() 
 
 
Ste-by-step explanation of the code for the extraction with GPT-4o-mini: 
 
BEGIN 
 
IMPORT required libraries 
INITIALISE AsyncOpenAI client with API key 
SET model name = gpt-4o-mini 
 
SET input CSV path (verdict_output.csv) 
SET progress CSV path 
SET final CSV path 
 
SET concurrency level 
SET save interval 
SET optional max characters per verdict 
 
LOAD AND PREPARE DATA 
LOAD CSV file 
REMOVE empty or missing lines in ‘Line’ column 
 
GROUP rows by unique ‘Verdict’: 
    - Combine all ‘Line’ values into one text block 
    - Keep first ‘Page Name’ per verdict 
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DEFINE EXTRACTION SCHEMA AND PROMPT 
DEFINE list of structured output fields 
 
DEFINE Dutch prompt template: 
    - Extract structured information from verdict text 
    - Return ONLY valid JSON 
    - Use 'N/B' if information is missing 
    - Multiple entities must be separated with ‘ | ’ 
    - Maintain consistent ordering across related fields 
 
DEFINE system message describing extraction task 
 
DEFINE HELPER FUNCTIONS 
DEFINE FUNCTION maybe_trim_text(verdict_text): 
    IF max length is set AND text is too long: 
        RETURN first half + ‘...’ + last half 
    ELSE: 
        RETURN full text 
 
DEFINE FUNCTION call_with_retry(messages): 
    TRY OpenAI API call 
    ON failure: 
        Retry with exponential backoff 
    IF max retries exceeded: 
        RAISE error 
 
DEFINE FUNCTION extract_information_async(verdict_text, scannummer, 
vonnisnummer) 
BUILD prompt using template + verdict text 
CALL OpenAI API asynchronously with retries 
 
EXTRACT JSON object from model response using regex 
 
IF JSON found: 
    PARSE JSON 
ELSE: 
    PRINT warning 
    USE empty result 
 
ADD ‘Scannummer’ and ‘Vonnisnummer’ to result 
 
ENSURE all expected fields exist: 
    - Fill missing fields with ‘N/B’ 
 
ON ERROR: 
    RETURN fallback dictionary with only ‘N/B’ values 
 
RETURN structured result 
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PROCESS ALL VERDICTS ASYNCHRONOUSLY 
INITIALISE semaphore with concurrency limit 
CREATE async task for each verdict: 
    - Call extract_information_async() 
 
PROCESS tasks as they complete: 
    - Store results 
    - Print progress updates 
 
EVERY N verdicts: 
    - SAVE partial results to progress CSV 
 
RETURN ordered list of extracted verdicts 
 
FINALISE OUTPUT 
CONVERT results to DataFrame 
SAVE final CSV file 
 
PRINT total runtime and average time per verdict 
DISPLAY preview of results 
 
END 
 

 
 
 
Python code for extracting entities with GPT-5-mini: 
 
import os 
import asyncio 
import json 
import re 
import time 
import random 
import pandas as pd 
from openai import AsyncOpenAI 
 
OPENAI_API_KEY = "..." # Put your OpenAI API key here 
if not OPENAI_API_KEY.startswith("sk-"): 
    raise ValueError("OPENAI_API_KEY is not set or invalid. Set %env 
OPENAI_API_KEY=... or paste it in the code.") 
 
async_client = AsyncOpenAI(api_key=OPENAI_API_KEY) 
 
MODEL_NAME = "gpt-5-mini" # Make sure that it is gpt-5-mini  
 
INPUT_CSV_PATH = "..." # Put your input CSV path here 
PROGRESS_CSV_PATH = "..." # Put your progress CSV path here 
FINAL_CSV_PATH = "..." # Put your final output CSV path here 
 
CONCURRENCY = 8         # parallel verdicts; adjust if you hit rate limits 
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SAVE_EVERY = 20          # save partial results every N verdicts 
MAX_CHARS_PER_VERDICT = None  # None = no trimming (max accuracy). Set e.g. 20000 
to trim very long texts. 
 

# LOAD AND PREPARE DATA 
 

df = pd.read_csv(INPUT_CSV_PATH, encoding="latin-1") 
df = df[df["Line"].notna() & (df["Line"].str.strip() != "")] 
df_grouped = ( 
    df.groupby("Verdict") 
      .agg({"Line": lambda x: "\n".join(x.astype(str)), "Page Name": "first"}) 
      .reset_index() 
) 
print(f"Totaal aantal vonnissen te verwerken: {len(df_grouped)}") 
 

# FIELDS + PROMPT TEMPLATE (from old accurate code) 
 

FIELDS = [ 
    "Scannummer", 
    "Rechtbank", 
    "Vonnisnummer", 
    "Rolnummer", 
    "Vonnisdatum in het format JJJJ-MM-DD", 
    "Vonnis in vijf trefwoorden", 
    "Samenvatting in maximaal 150 woorden", 
    "Locatie delict", 
    "Datum delict_start in het format JJJJ-MM-DD", 
    "Datum delict_end in het format JJJJ-MM-DD", 
    "Delict soort", 
    "Gedaagde_volledige naam", 
    "Gedaagde_geboortedatum in het format JJJJ-MM-DD", 
    "Gedaagde_geboorteplaats", 
    "Gedaagde_leeftijd", 
    "Gedaagde_beroep", 
    "Gedaagde_woonplaats", 
    "Gedaagde_Strafmaat", 
    "Aantal_gedaagden", 
    "Benadeelde_volledige naam", 
    "Benadeelde_geboorteplaats", 
    "Benadeelde_geboortedatum in het format JJJJ-MM-DD", 
    "Benadeelde_leeftijd", 
    "Benadeelde_beroep", 
    "Benadeelde_woonplaats", 
    "Aantal_benadeelden", 
    "Getuige_volledige naam", 
    "Getuige_voornaam", 
    "Getuige_geboorteplaats", 
    "Getuige_geboortedatum in het format JJJJ-MM-DD", 
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    "Getuige_leeftijd", 
    "Getuige_beroep", 
    "Getuige_woonplaats", 
    "Aantal_getuigen", 
    "Familie relaties tussen personen", 
    "Namen van de rechters", 
    "Functies van de rechters", 
    "Wetsartikelen", 
    "Voorwerpen die bij het misdrijf betrokken zijn", 
    "Bewijsmateriaal", 
    "Bedrijven",  
    "Organisaties", 
] 
 
PROMPT_TEMPLATE = """ 
Haal de volgende informatie uit onderstaand vonnis en geef deze terug als een JSON-
object. 
Als een gegeven niet in het vonnis voorkomt, vul dan 'N/B' in (Niet Beschikbaar). 
Zorg ervoor dat het resultaat geldig JSON is en geen extra tekst bevat buiten het 
JSON-object. 
 
BELANGRIJK OVER MEERDERE ENTITEITEN: 
- Als er meer dan één entiteit in een categorie voorkomt (bijv. personen, 
gedaagden, benadeelden, getuigen, rechters, bedrijven, organisaties, voorwerpen, 
soorten voedsel, locaties, etc.), 
  zet alle waarden in één string en scheid de entiteiten met een pipe-symbool (|). 
  Bijvoorbeeld: "Entiteit 1 | Entiteit 2 | Entiteit 3". 
- Gebruik ALTIJD hetzelfde scheidingsteken: " | " (pipe met spaties ervoor en 
erna). 
- Voorbeelden: 
  - "Gedaagde_volledige naam": "Jan Jansen | Piet Pieters" 
  - "Benadeelde_volledige naam": "Anna de Vries | Klaas Bakker" 
  - "Bedrijven": "Supermarkt X | Restaurant Y | BV Z" 
  - "Voorwerpen die bij het misdrijf betrokken zijn": "mes | jas" 
- Als er per categorie meerdere eigenschappen zijn (bijv. naam en leeftijd), zorg 
dan dat de volgorde per veld consistent is. 
  Bijvoorbeeld: de eerste naam hoort bij de eerste leeftijd, de tweede naam bij de 
tweede leeftijd, enz. 
  - "Gedaagde_volledige naam": "Jan Jansen | Piet Pieters" 
  - "Gedaagde_leeftijd": "34 | 28" 
- Als je voor sommige entiteiten een eigenschap niet weet, zet op die positie 
'N/B', bijvoorbeeld: 
  - "Gedaagde_leeftijd": "34 | N/B | 52" 
 
JSON-sjabloon (gebruik dit als structuur, maar vul de waarden in): 
 
{ 
  "Scannummer": "N/B", 
  "Rechtbank": "N/B", 
  "Vonnisnummer": "N/B", 
  "Rolnummer": "N/B", 
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  "Vonnisdatum in het format JJJJ-MM-DD": "N/B", 
  "Vonnis in vijf trefwoorden": "N/B", 
  "Samenvatting in maximaal 150 woorden": "N/B", 
  "Locatie delict": "N/B", 
  "Datum delict_start in het format JJJJ-MM-DD": "N/B", 
  "Datum delict_end in het format JJJJ-MM-DD": "N/B", 
  "Delict soort": "N/B", 
  "Gedaagde_volledige naam": "N/B", 
  "Gedaagde_geboortedatum in het format JJJJ-MM-DD": "N/B",  
  "Gedaagde_geboorteplaats": "N/B", 
  "Gedaagde_leeftijd": "N/B", 
  "Gedaagde_beroep": "N/B", 
  "Gedaagde_woonplaats": "N/B", 
  "Gedaagde_Strafmaat": "N/B", 
  "Aantal_gedaagden": "N/B", 
  "Benadeelde_volledige naam": "N/B", 
  "Benadeelde_geboorteplaats": "N/B", 
  "Benadeelde_geboortedatum in het format JJJJ-MM-DD": "N/B", 
  "Benadeelde_leeftijd": "N/B", 
  "Benadeelde_beroep": "N/B", 
  "Benadeelde_woonplaats": "N/B", 
  "Aantal_benadeelden": "N/B", 
  "Getuige_volledige naam": "N/B", 
  "Getuige_voornaam": "N/B", 
  "Getuige_geboorteplaats": "N/B", 
  "Getuige_geboortedatum in het format JJJJ-MM-DD": "N/B", 
  "Getuige_leeftijd": "N/B", 
  "Getuige_beroep": "N/B", 
  "Getuige_woonplaats": "N/B", 
  "Aantal_getuigen": "N/B", 
  "Familie relaties tussen personen": "N/B", 
  "Namen van de rechters": "N/B", 
  "Functies van de rechters": "N/B", 
  "Wetsartikelen": "N/B", 
  "Voorwerpen die bij het misdrijf betrokken zijn":"N/B", 
  "Bewijsmateriaal": "N/B", 
  "Bedrijven": "N/B", 
  "Organisaties": "N/B", 
} 
 
Vonnistekst: 
""" 
 
SYSTEM_MSG = "Je bent een AI die gestructureerde gegevens uit Nederlandse vonnissen 
haalt en uitsluitend JSON retourneert." 
 
# HELPER FUNCTIONS 
 

def maybe_trim_text(txt: str, max_chars: int | None = MAX_CHARS_PER_VERDICT) -> 
str: 
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    """Optionally trim very long verdicts to avoid huge latencies; keep head and 
tail.""" 
    if max_chars is None: 
        return txt 
    if len(txt) <= max_chars: 
        return txt 
    half = max_chars // 2 
    return txt[:half] + "\n...\n" + txt[-half:] 
 

async def call_with_retry(prompt: str, timeout=120, max_retries=3): 
    """Call the Responses API with retries.""" 
    for attempt in range(max_retries): 
        try: 
            resp = await async_client.responses.create( 
                model=MODEL_NAME, 
                input=prompt, 
                instructions=SYSTEM_MSG, 
                text={ 
                    "format": { 
                        "type": "json_schema", 
                        "name": "verdict_extraction", 
                        "schema": { 
                            "type": "object", 
                            "properties": {k: {"type": "string"} for k in FIELDS}, 
                            "required": FIELDS, 
                            "additionalProperties": False 
                        }, 
                        "strict": True 
                    } 
                }, 
                max_output_tokens=10000, 
                timeout=timeout, 
            ) 
            # Debug: Check what we got back 
            print(f"Response status: {getattr(resp, 'status', 'no status attr')}") 
            return resp 
        except Exception as e: 
            sleep_s = (2 ** attempt) + random.uniform(0, 0.5) 
            print( 
                f"Retry {attempt + 1}/{max_retries} after error: {e} " 
                f"(sleep {sleep_s:.1f}s)" 
            ) 
            await asyncio.sleep(sleep_s) 
    raise RuntimeError("Exceeded max retries") 
 

async def extract_information_async(verdict_text, scannummer="Onbekend", 
vonnisnummer="Onbekend"): 
    try: 
        content = PROMPT_TEMPLATE + maybe_trim_text(verdict_text) 
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        resp = await call_with_retry(content) 
 
        # Check response status 
        if resp.status == 'incomplete': 
            print(f"\nWarning: Response incomplete for vonnis {vonnisnummer}, 
retrying...") 
            # You might want to wait and retry, or handle differently 
            raise ValueError(f"Response incomplete for vonnis {vonnisnummer}") 
         
        if resp.status != 'completed': 
            print(f"\nWarning: Response status '{resp.status}' for vonnis 
{vonnisnummer}") 
         
        # Find the message item (skip reasoning items) 
        message_item = None 
        for item in resp.output: 
            if item.type == 'message': 
                message_item = item 
                break 
         
        if message_item is None: 
            print(f"\nNo message item found in output for vonnis {vonnisnummer}") 
            print(f"Output items: {[item.type for item in resp.output]}") 
            raise ValueError("No message item in output") 
         
        if not message_item.content or len(message_item.content) == 0: 
            print(f"\nEmpty content in message for vonnis {vonnisnummer}") 
            raise ValueError("Empty message content") 
         
        # Get the text from the message content 
        raw_json = message_item.content[0].text 
 
        try: 
            parsed = json.loads(raw_json) 
        except json.JSONDecodeError as e: 
            print(f"\nJSON-decode fout bij vonnis {vonnisnummer}: {e}") 
            print("Respons (eerste 300 chars):\n", raw_json[:300]) 
            parsed = {} 
 
        # Add/override scan + verdict numbers 
        parsed["Scannummer"] = scannummer 
        parsed["Vonnisnummer"] = vonnisnummer 
 
        # Ensure all expected fields exist 
        for k in FIELDS: 
            parsed.setdefault(k, "N/B") 
 
        return parsed 
 
    except Exception as e: 
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        print(f"\nFout bij extractie van vonnis {vonnisnummer} (Scan: 
{scannummer})") 
        print(f"Foutmelding: {e}") 
        import traceback 
        traceback.print_exc() 
        return { 
            "Scannummer": scannummer, 
            "Vonnisnummer": vonnisnummer, 
            **{k: "N/B" for k in FIELDS if k not in ("Scannummer", 
"Vonnisnummer")}, 
        } 
 
 

async def process_all_async(df_subset, concurrency=CONCURRENCY, 
save_every=SAVE_EVERY, out_path=PROGRESS_CSV_PATH): 
    """Process all verdicts concurrently with simple text progress + periodic 
saving.""" 
    sem = asyncio.Semaphore(concurrency) 
    results_map = {} 
 
    async def worker(idx, row): 
        async with sem: 
            return idx, await extract_information_async(row["Line"], row["Page 
Name"], row["Verdict"]) 
 
    tasks = [asyncio.create_task(worker(idx, row)) for idx, row in 
df_subset.iterrows()] 
 
    total = len(tasks) 
    completed = 0 
    print(f"Start verwerking van {total} vonnissen...") 
 
    for coro in asyncio.as_completed(tasks): 
        idx, res = await coro 
        results_map[idx] = res 
        completed += 1 
 
        # Simple progress print 
        if completed % 5 == 0 or completed == total: 
            print(f"Verwerkt: {completed}/{total} vonnissen", flush=True) 
 
        if completed % save_every == 0: 
            pd.DataFrame(list(results_map.values())).to_csv(out_path, 
encoding="utf-8", index=False) 
            print(f"Voortgang opgeslagen na {completed} vonnissen → {out_path}") 
 
    ordered_results = [results_map[idx] for idx in df_subset.index] 
    return ordered_results 
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# RUN EVERYTHING (Jupyter) 
 

start_time = time.time() 
 
extracted_data = await process_all_async( 
    df_grouped, 
    concurrency=CONCURRENCY, 
    save_every=SAVE_EVERY, 
    out_path=PROGRESS_CSV_PATH, 
) 
 
df_result = pd.DataFrame(extracted_data) 
df_result.to_csv(FINAL_CSV_PATH, encoding="utf-8", index=False) 
 
total_time = time.time() - start_time 
avg_time = total_time / max(1, len(df_grouped)) 
 
print(f"\n Klaar! Totale tijd: {total_time/60:.1f} minuten") 
print(f"Gemiddelde tijd per vonnis: {avg_time:.1f} seconden") 
print(f"Resultaten opgeslagen in: {FINAL_CSV_PATH}") 
 
df_result.head() 
 
 
Ste-by-step explanation of the code for the extraction with GPT-5-mini: 
 
BEGIN 
 
IMPORT required libraries 
INITIALISE AsyncOpenAI client with API key 
SET model = gpt-5-mini 
 
SET input CSV path (verdict_output.csv) 
SET progress CSV path 
SET final output CSV path 
 
SET concurrency level 
SET save interval 
SET optional max characters per verdict 
 
LOAD AND PREPARE DATA 
LOAD CSV file 
REMOVE empty or missing lines in ‘Line’ column 
 
GROUP rows by unique ‘Verdict’: 
    - Combine all ‘Line’ values into one text block 
    - Keep first ‘Page Name’ per verdict 
 
PRINT total number of verdicts to process 
 



 71 

DEFINE EXTRACTION FIELDS AND PROMPT 
DEFINE list of structured output fields 
 
DEFINE Dutch prompt template: 
    - Extract information from verdict text 
    - Output must be valid JSON 
    - Use 'N/B' if information is missing 
    - Multiple entities separated with ‘ | ’ 
    - Keep ordering consistent across related fields 
 
DEFINE system instruction: 
    - AI extracts structured data from Dutch verdicts 
    - Returns JSON only 
 
DEFINE HELPER FUNCTIONS 
DEFINE FUNCTION maybe_trim_text(verdict_text): 
    IF max length is set AND text is too long: 
        RETURN first half + ‘...’ + last half 
    ELSE: 
        RETURN full text 
 
DEFINE FUNCTION call_with_retry(prompt): 
    CALL OpenAI Responses API with: 
        - JSON schema enforcement 
        - strict mode enabled 
    ON error: 
        Retry with exponential backoff 
    IF max retries exceeded: 
        RAISE error 
 
DEFINE FUNCTION extract_information_async(verdict_text, scannummer, 
vonnisnummer) 
BUILD prompt = PROMPT_TEMPLATE + verdict text 
 
CALL OpenAI Responses API asynchronously 
 
CHECK response status: 
    IF incomplete: 
        RAISE error 
    IF not completed: 
        PRINT warning 
 
FIND message item in response output 
EXTRACT JSON text from message content 
 
PARSE JSON: 
    IF parsing fails: 
        PRINT error 
        USE empty result 
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ADD / OVERRIDE: 
    - ‘Scannummer’ 
    - ‘Vonnisnummer’ 
 
ENSURE all expected fields exist: 
    - Fill missing fields with ‘N/B’ 
 
ON ERROR: 
    RETURN fallback dictionary with only ‘N/B’ values 
 
RETURN structured result 
 
PROCESS ALL VERDICTS ASYNCHRONOUSLY 
INITIALISE semaphore using concurrency limit 
 
FOR each verdict: 
    CREATE async worker task: 
        - Call extract_information_async() 
 
PROCESS tasks as they complete: 
    - Store results 
    - Print progress updates 
 
EVERY N verdicts: 
    SAVE intermediate results to progress CSV 
 
RETURN ordered list of extracted verdicts 
 
FINALISE OUTPUT 
CONVERT results to DataFrame 
SAVE final CSV file 
 
CALCULATE total runtime 
CALCULATE average time per verdict 
 
PRINT completion summary 
DISPLAY preview of results 
 
END 
 

 
 
Python code for extracting entities with Mistral: 
 
import asyncio 
import json 
import re 
import time 
import random 
import pandas as pd 
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import httpx  # pip install httpx 
 

# CONFIGURATION 
 
OLLAMA_URL = "http://localhost:11434/api/chat" 
OLLAMA_MODEL = "mistral"  # the model you pulled with Ollama 
 
INPUT_CSV_PATH = "…" 
PROGRESS_CSV_PATH = “…" 
FINAL_CSV_PATH = "…" 
 
CONCURRENCY = 1 # keep 1 with local model to avoid overload 
SAVE_EVERY = 5 
MAX_CHARS_PER_VERDICT = 6000 # keep context modest for performance 
MAX_VERDICTS = 20 
 

# FIELDS + PROMPT TEMPLATE 
 
FIELDS = [ 
    "Scannummer", 
    "Rechtbank", 
    "Vonnisnummer", 
    "Vonnisdatum in het format JJJJ-MM-DD", 
    "Personen", 
    "Rol van de personen", 
    "Delict soort", 
    "Datum delict_start in het format JJJJ-MM-DD", 
    "Datum delict_end in het format JJJJ-MM-DD", 
    "Locatie delict", 
    "Locatie delict_plaats", 
    "Locatie delict_straatnaam", 
    "Locatie delict_huisnummer", 
    "Aantal_gedaagden", 
    "Aantal_benadeelden", 
    "Aantal_getuigen", 
    "Gedaagde_Strafmaat", 
 
] 
 
PROMPT_TEMPLATE = """ 
Haal de volgende informatie uit onderstaand vonnis en geef deze terug als een JSON-
object. 
Als een gegeven niet in het vonnis voorkomt, vul dan 'N/B' in (Niet Beschikbaar). 
Zorg ervoor dat het resultaat geldig JSON is en geen extra tekst bevat buiten het 
JSON-object. 
 
BELANGRIJK OVER MEERDERE ENTITEITEN: 
Als een categorie meerdere entiteiten bevat, zet alle waarden in één string, 
gescheiden met " | ". 
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Voorbeelden: "Jan Jansen | Piet Pieters", "mes | jas", "BV X | BV Y". 
 
Bij categorieën met meerdere eigenschappen (bv. naam + rol) moet de volgorde per 
positie overeenkomen. 
Ontbrekende waarde op een positie: "N/B". 
 
JSON-sjabloon (gebruik dit als structuur, maar vul de waarden in): 
 
{ 
    "Scannummer": "N/B", 
    "Rechtbank": "N/B", 
    "Vonnisnummer": "N/B", 
    "Vonnisdatum in het format JJJJ-MM-DD": "N/B", 
    "Personen": "N/B", 
    "Rol van de personen": "N/B", 
    "Delict soort": "N/B", 
    "Datum delict_start in het format JJJJ-MM-DD": "N/B", 
    "Datum delict_end in het format JJJJ-MM-DD": "N/B", 
    "Locatie delict": "N/B", 
    "Locatie delict_plaats": "N/B", 
    "Locatie delict_straatnaam": "N/B", 
    "Locatie delict_huisnummer": "N/B", 
    "Aantal_gedaagden": "N/B", 
    "Aantal_benadeelden": "N/B", 
    "Aantal_getuigen": "N/B", 
    "Gedaagde_Strafmaat": "N/B", 
     
} 
 
Vonnistekst: 
""" 
 
SYSTEM_MSG = ( 
    "Je bent een AI die gestructureerde gegevens uit Nederlandse vonnissen haalt " 
    "en uitsluitend JSON retourneert. Antwoord altijd met een enkel JSON-object." 
) 
 

def maybe_trim_text(txt: str, max_chars: int | None = MAX_CHARS_PER_VERDICT) -> 
str: 
    if max_chars is None or len(txt) <= max_chars: 
        return txt 
    half = max_chars // 2 
    return txt[:half] + "\n...\n" + txt[-half:] 
 

async def ollama_chat(messages: list[dict], max_retries: int = 3) -> str: 
    """ 
    Call local Ollama chat API with retries. 
    messages: list of {"role": ..., "content": ...} 
    Returns the assistant's full text response. 
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    """ 
    payload = { 
        "model": OLLAMA_MODEL, 
        "messages": messages, 
        "stream": False, 
        "format": "json",  
    } 
 
    for attempt in range(max_retries): 
        try: 
            async with httpx.AsyncClient(timeout=120.0) as client: 
                r = await client.post(OLLAMA_URL, json=payload) 
                r.raise_for_status() 
                data = r.json() 
                # Ollama chat API: { "message": {"role": "assistant", "content": 
"..."} } 
                return data["message"]["content"].strip() 
        except Exception as e: 
            if attempt == max_retries - 1: 
                raise 
            sleep_s = (2 ** attempt) + random.uniform(0, 0.5) 
            print(f"Retry {attempt + 1}/{max_retries} na fout: {e} (wacht 
{sleep_s:.1f}s)") 
            await asyncio.sleep(sleep_s) 
 

async def extract_information_async(verdict_text, scannummer="Onbekend", 
vonnisnummer="Onbekend"): 
    try: 
        trimmed_text = maybe_trim_text(verdict_text) 
        user_content = PROMPT_TEMPLATE + trimmed_text 
 
        messages = [ 
            {"role": "system", "content": SYSTEM_MSG}, 
            {"role": "user", "content": user_content}, 
        ] 
 
        response_text = await ollama_chat(messages) 
 
        json_match = re.search(r"\{[\s\S]*\}", response_text) 
        if json_match: 
            json_str = json_match.group(0) 
            parsed = json.loads(json_str) 
        else: 
            print(f"\nGeen JSON-object gevonden in respons van vonnis 
{vonnisnummer}") 
            print("Respons (eerste 300 chars):\n", response_text[:300]) 
            parsed = {} 
 
        parsed["Scannummer"] = scannummer 
        parsed["Vonnisnummer"] = vonnisnummer 
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        for k in FIELDS: 
            parsed.setdefault(k, "N/B") 
 
        return parsed 
 
    except Exception as e: 
        print(f"\nFout bij extractie van vonnis {vonnisnummer} (Scan: 
{scannummer})") 
        print(f"Foutmelding: {e}") 
        return { 
            "Scannummer": scannummer, 
            "Vonnisnummer": vonnisnummer, 
            **{k: "N/B" for k in FIELDS if k not in ("Scannummer", 
"Vonnisnummer")}, 
        } 
 

async def process_all_async(df_subset, concurrency=CONCURRENCY, 
save_every=SAVE_EVERY, out_path=PROGRESS_CSV_PATH): 
    sem = asyncio.Semaphore(concurrency) 
    results_map = {} 
 
    async def worker(idx, row): 
        async with sem: 
            return idx, await extract_information_async(row["Line"], row["Page 
Name"], row["Verdict"]) 
 
    tasks = [asyncio.create_task(worker(idx, row)) for idx, row in 
df_subset.iterrows()] 
 
    total = len(tasks) 
    completed = 0 
    print(f"Start verwerking van {total} vonnissen...") 
 
    for coro in asyncio.as_completed(tasks): 
        idx, res = await coro 
        results_map[idx] = res 
        completed += 1 
 
        if completed % 2 == 0 or completed == total: 
            print(f"Verwerkt: {completed}/{total} vonnissen", flush=True) 
 
        if completed % save_every == 0: 
            pd.DataFrame(list(results_map.values())).to_csv(out_path, 
encoding="utf-8", index=False) 
            print(f"Voortgang opgeslagen na {completed} vonnissen → {out_path}") 
 
    ordered_results = [results_map[idx] for idx in df_subset.index] 
    return ordered_results 
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async def main(): 
    df = pd.read_csv(INPUT_CSV_PATH, encoding="latin-1") 
    df_filtered = df[df["Line"].notna() & (df["Line"].str.strip() != "")] 
    df_grouped = ( 
        df_filtered.groupby("Verdict") 
          .agg({"Line": lambda x: "\n".join(x.astype(str)), "Page Name": "first"}) 
          .reset_index() 
    ) 
 
     # Limit to x verdicts 
    df_grouped = df_grouped.head(MAX_VERDICTS) 
 
    print(f"Totaal aantal vonnissen te verwerken: {len(df_grouped)}") 
 
    start_time = time.time() 
 
    extracted_data = await process_all_async( 
        df_grouped, 
        concurrency=CONCURRENCY, 
        save_every=SAVE_EVERY, 
        out_path=PROGRESS_CSV_PATH, 
    ) 
 
    df_result = pd.DataFrame(extracted_data) 
    df_result.to_csv(FINAL_CSV_PATH, encoding="utf-8", index=False) 
 
    total_time = time.time() - start_time 
    avg_time = total_time / max(1, len(df_grouped)) 
 
    print(f"\n Klaar! Totale tijd: {total_time/60:.1f} minuten") 
    print(f"Gemiddelde tijd per vonnis: {avg_time:.1f} seconden") 
    print(f"Resultaten opgeslagen in: {FINAL_CSV_PATH}") 
 
    print(df_result.head()) 
 

if __name__ == "__main__": 
    await main() 
 
Ste-by-step explanation of the code for the extraction with Mistral: 
 
BEGIN 
 
IMPORT required libraries 
    - asyncio, json, re, time, random, pandas, httpx 
 
CONFIGURATION 
SET Ollama endpoint 
    OLLAMA_URL = http://localhost:11434/api/chat 
 
SET local model name 
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    OLLAMA_MODEL = mistral 
 
SET input CSV path (verdict_output.csv) 
SET progress CSV path (partial saves) 
SET final CSV path (final results) 
 
SET runtime parameters 
    CONCURRENCY = 1            # local model safety 
    SAVE_EVERY = 5             # save every N verdicts 
    MAX_CHARS_PER_VERDICT = 6000 
    MAX_VERDICTS = 15          # process only first N grouped verdicts 
 
DEFINE OUTPUT FIELDS + PROMPT 
DEFINE list of structured output fields (FIELDS) 
DEFINE Dutch prompt template: 
    - Extract fields from verdict text 
    - Output MUST be valid JSON only (no extra text) 
    - Use 'N/B' if missing 
    - Multiple entities separated with ‘ | ’ 
    - Ordering must match across related fields 
    - Provide fixed JSON skeleton 
 
DEFINE system instruction: 
    - Return a single JSON object only 
 
DEFINE HELPER FUNCTIONS 
 
DEFINE FUNCTION maybe_trim_text(verdict_text): 
    IF verdict_text longer than MAX_CHARS_PER_VERDICT: 
        RETURN head + ‘...’ + tail 
    ELSE: 
        RETURN full text 
 
DEFINE FUNCTION ollama_chat(messages, max_retries) 
BUILD request payload: 
    - model = OLLAMA_MODEL 
    - messages = [{‘role’:..., ‘content’:...}, ...] 
    - stream = False 
    - format = ‘json’ 
 
CALL Ollama chat API via httpx POST 
 
ON ERROR: 
    - Retry up to max_retries 
    - Exponential backoff with jitter 
IF all retries fail: 
    - RAISE error 
 
RETURN assistant response text 
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DEFINE FUNCTION extract_information_async(verdict_text, scannummer, 
vonnisnummer) 
 
TRIM verdict text (maybe_trim_text) 
BUILD user prompt = PROMPT_TEMPLATE + trimmed_text 
 
CREATE messages: 
    - system message (SYSTEM_MSG) 
    - user message (prompt + verdict text) 
 
CALL ollama_chat(messages) 
 
EXTRACT JSON object from response using regex { ... } 
 
IF JSON found: 
    PARSE JSON (json.loads) 
ELSE: 
    PRINT warning that no JSON was found 
    USE empty dict 
 
ADD / OVERRIDE identifiers: 
    - parsed[‘Scannummer’] = scannummer 
    - parsed[‘Vonnisnummer’] = vonnisnummer 
 
ENSURE all expected fields exist: 
    - for each field in FIELDS: 
        set default ‘N/B’ if missing 
 
ON ERROR: 
    RETURN fallback dict with: 
        - Scannummer, Vonnisnummer 
        - all other fields = ‘N/B’ 
 
RETURN structured result 
 
PROCESS ALL VERDICTS ASYNCHRONOUSLY 
DEFINE FUNCTION process_all_async(df_subset, concurrency, save_every, out_path) 
 
INITIALISE semaphore with concurrency 
CREATE one async task per verdict: 
    worker(): 
        - acquire semaphore 
        - call extract_information_async(row[‘Line’], row[‘Page Name’], row[‘Verdict’]) 
        - return (idx, result) 
 
PROCESS tasks as they complete (asyncio.as_completed): 
    - store results in results_map 
    - print progress every 2 verdicts 
    - every SAVE_EVERY verdicts: 
        SAVE partial results to progress CSV 
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RETURN results ordered by original dataframe index 
 
MAIN PIPELINE 
DEFINE async main(): 
 
LOAD input CSV 
REMOVE empty / missing lines in ‘Line’ 
 
GROUP by ‘Verdict’: 
    - combine all lines into one text block 
    - keep first ‘Page Name’ 
 
LIMIT grouped verdicts to MAX_VERDICTS 
PRINT total verdicts to process 
 
START timer 
 
CALL process_all_async(df_grouped) 
 
CONVERT results to DataFrame 
SAVE final CSV 
 
COMPUTE total time + average time per verdict 
PRINT summary + preview (head) 
 
RUN main() if script executed directly 
 
END 
 

 

Python code for extracting names and locations using GPT-5-mini, where the only difference 

from the other extraction with the same model is the list of entities: 

 
import os 
import asyncio 
import json 
import re 
import time 
import random 
import pandas as pd 
from openai import AsyncOpenAI 
 
OPENAI_API_KEY = "..." # Put your OpenAI API key here 
if not OPENAI_API_KEY.startswith("sk-"): 
    raise ValueError("OPENAI_API_KEY is not set or invalid. Set %env 
OPENAI_API_KEY=... or paste it in the code.") 
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async_client = AsyncOpenAI(api_key=OPENAI_API_KEY) 
 
MODEL_NAME = "gpt-5-mini" # Make sure that it is gpt-5-mini  
 
INPUT_CSV_PATH = “…" # Put your input CSV path here 
PROGRESS_CSV_PATH = “…" # Put your progress CSV path here 
FINAL_CSV_PATH = “…" # Put your final output CSV path here 
 
CONCURRENCY = 8         # parallel verdicts; adjust if you hit rate limits 
SAVE_EVERY = 20          # save partial results every N verdicts 
MAX_CHARS_PER_VERDICT = None  # None = no trimming (max accuracy). Set e.g. 20000 
to trim very long texts. 
 
# LOAD AND PREPARE DATA 
 

df = pd.read_csv(INPUT_CSV_PATH, encoding="latin-1") 
df = df[df["Line"].notna() & (df["Line"].str.strip() != "")] 
df_grouped = ( 
    df.groupby("Verdict") 
      .agg({"Line": lambda x: "\n".join(x.astype(str)), "Page Name": "first"}) 
      .reset_index() 
) 
 
# ADDED: limit to first 25 verdicts 
df_grouped = df_grouped.head(10) 
 
print(f"Totaal aantal vonnissen te verwerken: {len(df_grouped)}") 
 

# FIELDS + PROMPT TEMPLATE (from old accurate code) 
 
FIELDS = [ 
    "Scannummer", 
    "Rechtbank", 
    "Vonnisnummer", 
    "Volledige naam van personen", 
    "Rol van de personen", 
    "Personen_ander", 
    "Locatie delict", 
    "Locatie delict_plaats", 
    "Locatie delict_straatnaam", 
    "Locatie delict_huisnummer", 
    "Locatie delict_ander" 
] 
 
PROMPT_TEMPLATE = """ 
Haal de volgende informatie uit onderstaand vonnis en geef deze terug als een JSON-
object. 
Als een gegeven niet in het vonnis voorkomt, vul dan 'N/B' in (Niet Beschikbaar). 
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Zorg ervoor dat het resultaat geldig JSON is en geen extra tekst bevat buiten het 
JSON-object. 
 
BELANGRIJK OVER MEERDERE ENTITEITEN: 
Als een categorie meerdere entiteiten bevat, zet alle waarden in één string, 
gescheiden met " | ". 
Voorbeelden: "Jan Jansen | Piet Pieters", "mes | jas", "BV X | BV Y". 
 
Bij categorieën met meerdere eigenschappen (bv. naam + rol) moet de volgorde per 
positie overeenkomen. 
Ontbrekende waarde op een positie: "N/B". 
 
JSON-sjabloon (gebruik dit als structuur, maar vul de waarden in): 
 
{ 
    "Scannummer": "N/B", 
    "Rechtbank": "N/B", 
    "Vonnisnummer": "N/B", 
    "Volledige naam van personen": "N/B", 
    "Rol van de personen": "N/B", 
    "Personen_ander": "N/B", 
    "Locatie delict": "N/B", 
    "Locatie delict_plaats": "N/B", 
    "Locatie delict_straatnaam": "N/B", 
    "Locatie delict_huisnummer": "N/B", 
    "Locatie delict_ander": "N/B" 
     
} 
 
Vonnistekst: 
""" 
 
SYSTEM_MSG = "Je bent een AI die gestructureerde gegevens uit Nederlandse vonnissen 
haalt en uitsluitend JSON retourneert." 
 
# HELPER FUNCTIONS 
 

def maybe_trim_text(txt: str, max_chars: int | None = MAX_CHARS_PER_VERDICT) -> 
str: 
    """Optionally trim very long verdicts to avoid huge latencies; keep head and 
tail.""" 
    if max_chars is None: 
        return txt 
    if len(txt) <= max_chars: 
        return txt 
    half = max_chars // 2 
    return txt[:half] + "\n...\n" + txt[-half:] 
 

async def call_with_retry(prompt: str, timeout=120, max_retries=3): 
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    """Call the Responses API with retries.""" 
    for attempt in range(max_retries): 
        try: 
            resp = await async_client.responses.create( 
                model=MODEL_NAME, 
                input=prompt, 
                instructions=SYSTEM_MSG, 
                text={ 
                    "format": { 
                        "type": "json_schema", 
                        "name": "verdict_extraction", 
                        "schema": { 
                            "type": "object", 
                            "properties": {k: {"type": "string"} for k in FIELDS}, 
                            "required": FIELDS, 
                            "additionalProperties": False 
                        }, 
                        "strict": True 
                    } 
                }, 
                max_output_tokens=10000, 
                timeout=timeout, 
            ) 
            # Debug: Check what we got back 
            print(f"Response status: {getattr(resp, 'status', 'no status attr')}") 
            return resp 
        except Exception as e: 
            sleep_s = (2 ** attempt) + random.uniform(0, 0.5) 
            print( 
                f"Retry {attempt + 1}/{max_retries} after error: {e} " 
                f"(sleep {sleep_s:.1f}s)" 
            ) 
            await asyncio.sleep(sleep_s) 
    raise RuntimeError("Exceeded max retries") 
 

async def extract_information_async(verdict_text, scannummer="Onbekend", 
vonnisnummer="Onbekend"): 
    try: 
        content = PROMPT_TEMPLATE + maybe_trim_text(verdict_text) 
        resp = await call_with_retry(content) 
 
        # Check response status 
        if resp.status == 'incomplete': 
            print(f"\nWarning: Response incomplete for vonnis {vonnisnummer}, 
retrying...") 
            # You might want to wait and retry, or handle differently 
            raise ValueError(f"Response incomplete for vonnis {vonnisnummer}") 
         
        if resp.status != 'completed': 
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            print(f"\nWarning: Response status '{resp.status}' for vonnis 
{vonnisnummer}") 
         
        # Find the message item (skip reasoning items) 
        message_item = None 
        for item in resp.output: 
            if item.type == 'message': 
                message_item = item 
                break 
         
        if message_item is None: 
            print(f"\nNo message item found in output for vonnis {vonnisnummer}") 
            print(f"Output items: {[item.type for item in resp.output]}") 
            raise ValueError("No message item in output") 
         
        if not message_item.content or len(message_item.content) == 0: 
            print(f"\nEmpty content in message for vonnis {vonnisnummer}") 
            raise ValueError("Empty message content") 
         
        # Get the text from the message content 
        raw_json = message_item.content[0].text 
 
        try: 
            parsed = json.loads(raw_json) 
        except json.JSONDecodeError as e: 
            print(f"\nJSON-decode fout bij vonnis {vonnisnummer}: {e}") 
            print("Respons (eerste 300 chars):\n", raw_json[:300]) 
            parsed = {} 
 
        # Add/override scan + verdict numbers 
        parsed["Scannummer"] = scannummer 
        parsed["Vonnisnummer"] = vonnisnummer 
 
        # Ensure all expected fields exist 
        for k in FIELDS: 
            parsed.setdefault(k, "N/B") 
 
        return parsed 
 
    except Exception as e: 
        print(f"\nFout bij extractie van vonnis {vonnisnummer} (Scan: 
{scannummer})") 
        print(f"Foutmelding: {e}") 
        import traceback 
        traceback.print_exc() 
        return { 
            "Scannummer": scannummer, 
            "Vonnisnummer": vonnisnummer, 
            **{k: "N/B" for k in FIELDS if k not in ("Scannummer", 
"Vonnisnummer")}, 
        } 
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async def process_all_async(df_subset, concurrency=CONCURRENCY, 
save_every=SAVE_EVERY, out_path=PROGRESS_CSV_PATH): 
    """Process all verdicts concurrently with simple text progress + periodic 
saving.""" 
    sem = asyncio.Semaphore(concurrency) 
    results_map = {} 
 
    async def worker(idx, row): 
        async with sem: 
            return idx, await extract_information_async(row["Line"], row["Page 
Name"], row["Verdict"]) 
 
    tasks = [asyncio.create_task(worker(idx, row)) for idx, row in 
df_subset.iterrows()] 
 
    total = len(tasks) 
    completed = 0 
    print(f"Start verwerking van {total} vonnissen...") 
 
    for coro in asyncio.as_completed(tasks): 
        idx, res = await coro 
        results_map[idx] = res 
        completed += 1 
 
        # Simple progress print 
        if completed % 5 == 0 or completed == total: 
            print(f"Verwerkt: {completed}/{total} vonnissen", flush=True) 
 
        if completed % save_every == 0: 
            pd.DataFrame(list(results_map.values())).to_csv(out_path, 
encoding="utf-8", index=False) 
            print(f"Voortgang opgeslagen na {completed} vonnissen → {out_path}") 
 
    ordered_results = [results_map[idx] for idx in df_subset.index] 
    return ordered_results 
 
 

# RUN EVERYTHING (Jupyter) 
 

start_time = time.time() 
 
extracted_data = await process_all_async( 
    df_grouped, 
    concurrency=CONCURRENCY, 
    save_every=SAVE_EVERY, 
    out_path=PROGRESS_CSV_PATH, 
) 
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df_result = pd.DataFrame(extracted_data) 
df_result.to_csv(FINAL_CSV_PATH, encoding="utf-8", index=False) 
 
total_time = time.time() - start_time 
avg_time = total_time / max(1, len(df_grouped)) 
 
print(f"\n Klaar! Totale tijd: {total_time/60:.1f} minuten") 
print(f"Gemiddelde tijd per vonnis: {avg_time:.1f} seconden") 
print(f"Resultaten opgeslagen in: {FINAL_CSV_PATH}") 
 
df_result.head() 
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Appendix VI 
 
The first table reports the extraction and detection error rates for verdicts from the Haarlem 

court. The second table provides the same metrics for verdicts from the Amsterdam court. 

Empty cells indicate instances in which a model did not extract a given entity. Entities specific 

to the Mistral model are listed at the bottom of the table. The final table in this appendix 

presents the extraction and detection error rates from the experiment using GPT-5-mini to 

extract only names and locations. 

 

Court of Haarlem  GPT-4o-mini GPT5-mini Mistral Crime Scenes 
Datafied I 

Mistakes 
(error rate%) 

Extrac
tion 

Detect
ion 

Extrac
tion 

Detect
ion 

Extrac
tion 

Detect
ion 

Extrac
tion  

Detect
ion 

Court  0,0 0,0 0,0 0,0 13,0 0,0 0,0 0,0 
Verdict number 0,0 0,0 0,0 0,0 0,0 0,0 60,0 0,0 
Case number 0,0 100,0 28,6 33,3   0,0 50,0 
Verdict date in the 
format YYYY-
MM-DD 0,0 0,0 0,0 0,0 25,0 11,0 6,7 0,0 
Verdicts in five 
keywords 0,0 0,0 11,1 0,0   3,3 0,0 
Summary of max. 
150 words 22,2 0,0 22,2 0,0   10,0 0,0 
Location of the 
crime 0,0 0,0 0,0 0,0 22,2 22,0 10,0 0,0 
Date of the 
crime_start in the 
format YYYY-
MM-DD   11,1 0,0 11,1 0,0 33,0 0,0 17,9 3,4 
Date of the 
crime_end in the 
format YYYY-
MM-DD   0,0 55,6 11,1 0,0 0,0 100,0 14,3 27,6 
Type of crime 0,0 0,0 11,1 0,0 11,0 0,0 3,3 0,0 
Accused_full name 0,0 0,0 0,0 0,0   0,0 20,0 
Accused_date of 
birth  in the format 
YYYY-MM-DD  0,0 0,0 0,0 0,0     
Accused_place of 
birth 9,1 30,8 0,0 7,7     
Accused_age 0,0 15,4 0,0 15,4   0,0 25,0 
Accused_professio
n 18,2 7,7 0,0 0,0   0,0 32,4 
Accused_place of 
residence 0,0 15,4 0,0 0,0   6,3 7,1 
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Accused_verdict 
and punishment 33,3 14,3 0,0 7,7 56,0 0,0 13,3 21,1 
Number of accused 
people 0,0 0,0 0,0 0,0 0,0 50,0   
Injured party_full 
name 0,0 25,0 0,0 0,0   0,0 16,7 
Injured party_place 
of birth 0,0 0,0 0,0 0,0     
Injured party_date 
of birth  in the 
format YYYY-
MM-DD  0,0 0,0 0,0 0,0     
Injured party_age 0,0 0,0 0,0 0,0   0,0 0,0 
Injured 
party_profession 0,0 0,0 0,0 0,0   16,7 14,3 
Injured party_place 
of residence 0,0 0,0 100,0 0,0   0,0 71,4 
Number of injured 
party 0,0 16,7 0,0 0,0 0,0 17,0   
Witness_full name 0,0 14,3 0,0 0,0   12,5 54,3 
Witness_place of 
birth 0,0 0,0 0,0 0,0     
Witness_date of 
birth  in the format 
YYYY-MM-DD  0,0 0,0 0,0 0,0     
Witness_age 0,0 0,0 0,0 0,0   0,0 0,0 
Witness_profession 0,0 40,0 0,0 11,1   11,1 35,7 
Witness_place of 
residence 0,0 25,0 0,0 25,0   10,0 55,6 
Number of 
witnesses 0,0 0,0 0,0 0,0 25,0 29,0   
Family or social 
relations 0,0 25,0 0,0 25,0     
Names of the 
judges 7,7 0,0 11,5 0,0     
Positions of the 
judges 0,0 0,0 3,8 0,0     
Legal articles 55,6 22,2 33,3 0,0     
Objects involved in 
the crime 0,0 63,6 0,0 0,0     
Evidence 0,0 45,8 0,0 0,0     
Businesses 0,0 0,0 0,0 0,0     
Organisations 0,0 100,0 14,3 0,0     
People (Mistral)     0,0 11,0   
Role of the people 
(Mistral)     0,0 42,0   
Location of the 
crime_city 
(Mistral)     0,0 75,0   
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Location of the 
crime_street name 
(Mistral)     0,0 0,0   
Location of the 
crime_house 
number (Mistral)     0,0 0,0   
Total 6,2 13,6 4,4 3,7 13,6 25,9 9,8 16,7 

Table 1. Error rate of the verdicts from Haarlem. 

 

Court of 
Amsterdam 

GPT-4o-mini GPT5-mini Mistral Crime Scenes 
Datafied I 

Mistakes  
(error rate%) 

Extract
ion 

Detect
ion 

Extract
ion 

Detect
ion 

Extract
ion 

Detect
ion 

Extract
ion  

Detect
ion 

Court 10,0 0,0 0,0 0,0 80,0 0,0 3,4 3,3 
Verdict number 0,0 0,0 0,0 0,0 0,0 0,0 93,1 0,0 
Case number 0,0 100,0 0,0 100,0   0,0 100,0 
Verdict date in 
the format 
YYYY-MM-DD 50,0 0,0 12,5 20,0 80,0 0,0 31,0 0,0 
Verdicts in five 
keywords 0,0 0,0 0,0 0,0   3,6 0,0 
Summary of max. 
150 words 0,0 0,0 0,0 0,0   10,7 0,0 
Location of the 
crime 30,0 0,0 6,7 6,7 11,0 10,0 18,5 3,6 
Date of the 
crime_start in the 
format YYYY-
MM-DD   11,1 10,0 11,1 10,0 40,0 0,0 11,1 7,1 
Date of the 
crime_end in the 
format YYYY-
MM-DD   0,0 30,0 0,0 20,0 0,0 50,0 6,3 34,8 
Type of crime 10,0 0,0 0,0 0,0 10,0 0,0 7,4 6,9 
Accused_full 
name 0,0 0,0 0,0 0,0   10,3 12,1 
Accused_date of 
birth  in the 
format YYYY-
MM-DD  0,0 0,0 0,0 0,0     
Accused_place of 
birth 0,0 0,0 0,0 0,0     
Accused_age 0,0 0,0 0,0 0,0   4,3 25,8 
Accused_professi
on 10,0 9,1 10,0 9,1   8,7 27,6 
Accused_place of 
residence 30,0 9,1 9,1 0,0   12,5 14,8 
Accused_verdict 
and punishment 19,0 4,5 7,7 7,7 40,0 0,0 33,3 18,8 
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Number of 
accused people 0,0 0,0 0,0 0,0 20,0 44,0   
Injured party_full 
name 0,0 50,0 0,0 0,0   10,0 55,0 
Injured 
party_place of 
birth 0,0 0,0 0,0 0,0     
Injured 
party_date of 
birth  in the 
format YYYY-
MM-DD  0,0 0,0 0,0 0,0     
Injured party_age 0,0 100,0 0,0 0,0   0,0 100,0 
Injured 
party_profession 0,0 50,0 0,0 0,0   0,0 40,0 
Injured 
party_place of 
residence 0,0 100,0 60,0 0,0   100,0 100,0 
Number of 
injured party 0,0 42,9 0,0 0,0 25,0 20,0   
Witness_full 
name 0,0 42,9 6,7 28,6   19,0 64,0 
Witness_place of 
birth 0,0 0,0 0,0 0,0     
Witness_date of 
birth  in the 
format YYYY-
MM-DD  0,0 0,0 0,0 0,0     
Witness_age 0,0 0,0 0,0 0,0   0,0 0,0 
Witness_professi
on 0,0 40,0 9,1 21,4   38,0 42,9 
Witness_place of 
residence 100,0 20,0 75,0 0,0   100,0 100,0 
Number of 
witnesses 33,3 14,3 28,6 12,5 33,0 63,0   
Family or social 
relations 33,3 22,2 16,7 33,3     
Names of the 
judges 6,5 0,0 9,4 0,0     
Positions of the 
judges 3,2 0,0 3,1 0,0     
Legal articles 22,2 80,0 20,0 20,0     
Objects involved 
in the crime 0,0 36,4 4,3 0,0     
Evidence 0,0 73,5 0,0 2,9     
Businesses 0,0 85,7 0,0 0,0     
Organisations 0,0 100,0 3,1 0,0     
People (Mistral)     5,0 34,0   
Role of the 
people (Mistral)     0,0 0,0   
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Location of the 
crime_city 
(Mistral)     0,0 50,0   
Location of the 
crime_street 
name (Mistral)     0,0 40,0   
Location of the 
crime_house 
number (Mistral)     0,0 100,0   
Total 10,6 10,1 4,5 4,3 24,6 28,0 19,1 22,2 

Table 2. Error rate of the verdicts from Amsterdam. 

 
 

Names and Locations 
(GPT-5-mini)  

Haarlem Amsterdam 

Extraction 
(Error rate 
%) 
 

Detection 
(Error rate 
%) 
 

Extraction 
(Error rate 
%) 
 

Detection 
(Error rate 
%) 
 

Court 0,00 0,0 0,0 0,0 
Verdict number 0,00 0,0 10,0 0,0 
Full name of the people 1,15 1,1 3,4 15,5 
Role of the people 4,71 1,2 0,0 9,7 
People_other 0,00 0,0 0,0 0,0 
Location of the crime 0,00 0,0 0,0 0,0 
Location of the crime_city 0,00 0,0 10,0 0,0 
Location of the 
crime_street number 0,00 0,0 7,7 0,0 
Location of the 
crime_house number 0,00 0,0 16,7 0,0 
Location of the crime_other 33,33 12,5 30,8 0,0 
Total 3,10 1,2 4,2 8,9 

Table 3. Error rate of the experiment with names and locations (GPT-5-mini). 
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Appendix VII 
 
Shorter list used to extract information with Mistral: 
 

Scannummer Scan number 
Rechtbank Court 
Vonnisnummer Verdict number 
Vonnisdatum in het format JJJJ-MM-
DD 

Verdict date in the format YYYY-
MM-DD 

Personen People 
Rol van de personen Role of the people 
Delict soort Type of crime 
Datum delict_start in het format JJJJ-
MM-DD 

Date of the crime_start in the format 
YYYY-MM-DD   

Datum delict_end in het format JJJJ-
MM-DD 

Date of the crime_end in the format 
YYYY-MM-DD   

Locatie delict Location of the crime 

Locatie delict_plaats Location of the crime_city 

Locatie delict_straatnaam Location of the crime_street number 

Locatie delict_huisnummer Location of the crime_house number 

Aantal_gedaagden Number of accused people 

Aantal_benadeelden Number of injured parties 

Aantal_getuigen Number of witnesses 
Gedaagde_Strafmaat Accused_verdict and punishment 

 
The following entities were extracted for the experiment, focusing exclusively on persons and 

locations with GPT 5-mini: 

 
Scannummer Scan number 

Rechtbank Court 

Vonnisnummer Verdict number 

Volledige naam van personen Full name of the people 

Rol van de personen Role of the people  

Personen_ander People_other 
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Locatie delict Location of the crime 

Locatie delict_plaats Location of the crime_city 

Locatie delict_straatnaam Location of the crime_street number 

Locatie delict_huisnummer Location of the crime_house number 

Locatie delict_ander Location of the crime_other 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 


